On Symmetries and Fairness in Multi-Dimensional
Mechanism Design
SUBMISSION 150
We consider a revenue-maximizing seller with multiple items for sale to a single population of buyers. In ad
auction domains the items correspond to views from particular demographics, and recent works have therefore
identified a novel fairness constraint: equally-qualified users from different demographics should be shown the
same desired ad at equal rates. Prior work abstracts this to the following fairness guarantee: if an advertiser
places an identical bid on two users, those two users should view the ad with the same probability [27, 35].
We first propose a relaxation of this guarantee from worst-case to Bayesian settings, which circumvents
strong impossibility results from these works. We then study this guarantee through the lens of symmetries, as
any item-symmetric auction is also fair (by this definition). Our main result shows that for a single population
of additive buyers with independent (but not necessarily identically distributed) item values, bundling all
items together achieves a constant-factor approximation to the revenue-optimal item-symmetric mechanism.
Observe that in this setting, bundling all items together corresponds to concealing all demographic data and
treating all users the same [22].
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INTRODUCTION

Ad auctions are a significant source of revenue for numerous firms, causing their theoretical study
to be a mainstay in both the Economics and Computer Science communities. Classical works
typically design and analyze auctions that optimize the participants’ collective utility (i.e. the sum
of bidders’ values for items they receive, also called the welfare) [19, 30, 50], or perhaps just the
auctioneer’s utility (i.e., her revenue) [42]. Recently, the ubiquity of ad auctions in domains where
fairness constraints are first-order concerns has motivated a new desideratum for consideration:
the items’ utility for the outcome selected.
While it makes little sense to consider the utility of an apple or orange, recall that the items in
ad auction domains are in fact users. That is, when an advertiser (bidder) wins an item (impression
on a particular user), that item (the user) also enjoys some utility.
In practice, these utilities are hard to quantify (even moreso than typical values for an item),
and this side of the market is typically not monetized. As a result, there are no ‘bids’ or ‘utilities’
of the users (items) to consider. However, some examples of high-utility ads include those for
desirable jobs, low-interest loans, etc. and are subject to anti-discrimination laws. Specifically, it is
considered unfair for users (items) who are equally qualified for jobs/loans/etc. to view protected
ads at different rates. Therefore, recent works have proposed considering the utility of users (items)
through the lens of fairness [27, 35]. That is, these works propose to still consider the utility of the
auctioneer and bidders (ads) in the classical sense, but to additionally ensure that the outcomes are
fair to the users (items).
In practice, a non-discriminatory advertiser (bidder) might submit identical bids for equallyqualified users (items) of different demographics. But [27] observes that this fair behavior is
insufficient to achieve a fair outcome. Indeed, protected ads are bidding against non-protected ads
(e.g. Men’s Shoes, Maternity Clothes, etc.) which legally place discriminatory bids. If discriminatory advertisers (bidders) place higher bids on demographic 𝐴 than 𝐵 (items), then the price of
impressions for demographic 𝐴 (items) will be higher, and then even a non-discriminatory ad will
be displayed in a discriminatory manner.
To have a simple example in mind (taken from [27]), consider the case that the auctioneer runs a
second-price auction on each of two items. This auction format is ostensibly fair: there is nothing in
its description that seems to bias it against any item (user) or bidder (ad). But consider when Bidder
One (a protected ad) submits a bid of 1 for both items (users), and Bidder Two (a non-protected ad)
submits a bid of 2 for item one and 0 for item two. Then Bidder One wins item two, and Bidder Two
wins item one. As a result, the (user) demographic corresponding to item one views no protected
ads, while the (user) demographic corresponding to item two views protected ads with probability
one. That is, despite the fact that the protected advertiser bids in a non-discriminatory manner, and
that the auction is ostensibly fair, the result is an unfair outcome (assuming that users prefer to see
the protected ad).
While the above example is clearly stylized, this phenomenon is not just of theoretical concern.
Indeed, automated systems are constantly making decisions that affect our daily lives. These systems
rely on advanced algorithms and big data to make decisions which, in theory, have the potential
to be better informed and more equitable. However, studies have shown that they may instead
internalize and perpetuate societal biases [1, 2, 18, 36, 39, 44]. Efforts on mitigating bias have ranged
from examinations of the data [8, 49, 51], to machine learning algorithmic contributions [7, 47, 54],
to theoretical analyses [15, 27, 35]. In our domain of study, works indeed find that impressions for
female users are more expensive than impressions for male users, and that female users are less
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likely to see ads for high paying jobs [24] and STEM jobs [38], even when advertisers for such jobs
are unbiased [3].
[27, 35] posit that it is the job of the auction designer to guarantee fair outcomes, and propose
formal fairness definitions motivated by individual fairness [26]. Requiring an auction to satisfy
these constraints of course limits the auctioneer’s ability to optimize its revenue and/or the bidders’
welfare, so these works study the tradeoff between fairness and optimality. Our work follows this
same paradigm, but deviates from prior work in a few fundamental ways, highlighted below.1
Bayesian vs. Worst-Case. [15, 27, 35] consider worst-case definitions of fairness. For example,
they might demand that for all possible bids of non-protected advertisers, if a protected advertiser
submits an identical bid for two demographics (items), those demographics view the protected ad
with (almost) equal probability. These definitions arise naturally from the fairness literature upon
which they build, but unfortunately also lead to strong impossibility results.
Ad auctions, however, are executed millions of times daily, and auctioneers have quite extensive
Bayesian priors. Indeed, revenue optimization is typically studied in Bayesian settings, where the
designer seeks to maximize their expected revenue. We propose to also consider a Bayesian, rather
than worst-case, notion of fairness. Indeed, unfairness is undesirable exactly when it is systemic, and
Bayesian notions are best suited to capture systemic phenomena. A formal definition appears in
Section 2, and a discussion appears in Section A.1. By considering a Bayesian notion of fairness,
we’re able to circumvent the impossibility results proved in [35].
Revenue vs. Welfare. [15, 27, 35] consider auctions that attempt to maximize welfare (more
specifically: they attempt to maximize the “declared welfare,” but don’t assume that the declared
bids correspond to the bidders’ actual values). In the absence of fairness constraints, such auctions
are extremely well-understood, and are particularly simple in the settings considered (e.g. if the
ads/bidders are additive2 , welfare is maximized by awarding the item/user to the highest bidder).
However, if an auctioneer truly wishes to optimize their expected revenue, it is well-understood
that revenue-optimal auctions are significantly more complex [17, 20, 21, 33, 41, 43, 48]. We propose to consider an auctioneer who wishes to optimize their expected revenue in a multi-dimensional
Bayesian setting, rather than one who wishes to optimize the declared welfare. Our model is the
standard setup for multi-dimensional mechanism design (formally defined in Section 2): the auctioneer has multiple items for sale, and bidders’ values for the items (users) are drawn independently.
Direct vs. Indirect Competition. [15, 27, 35] consider advertisers (bidders) who directly compete
to display their ads to a limited supply of users (items). In such settings, even a benevolent platform
must fail to show some ads to some users. While our model is rich enough to capture this setting,
our analysis isolates a different source of competition.
Specifically, even when there is unlimited supply, a revenue-maximizing designer may choose not
to show every ad to every user. Indeed, if they cannot offer different prices to different advertisers,
they may achieve greater revenue by setting a high price that excludes some advertisers from
purchasing. In this sense, advertisers indirectly compete with each other: one advertiser’s bids
affect the impressions sold to another due to the fact that the seller wishes to optimize their revenue,
rather than due to limited supply. We study the seller’s revenue objective (rather than the limited
supply of users) as a driving source of unfairness.

1 The
2A

below paragraphs distinguish our model from [15, 27, 35]. We discuss other related works such as [12] in Section 1.2.
Í
valuation function 𝑣 ( ·) is additive if for all sets 𝑆 of items, 𝑣 (𝑆) = 𝑗 ∈𝑆 𝑣 ( { 𝑗 }).
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Connection to Symmetries. We adopt (a Bayesian version of) the individual fairness notion
proposed in [27]: an auction is fair if whenever a bidder (ad) submits an identical bid for two items
(users), they receive those items with the same probability (in expectation over other bidders’ bids).
We further observe that this notion is implied by the stronger definition of item-symmetric [23].
Specifically, an auction is item-symmetric if whenever a bidder (ad) swaps their bids for two items
(users), this swaps the probabilities with which they receive those items (in expectation over other
bidders’ bids).
Item-symmetric auctions have been studied in the multi-dimensional mechanism design literature
for their own sake as a tool to optimize revenue in a computationally-efficient manner [23, 37],
but we use them here as a tool to guarantee fair outcomes. Specifically, we target the design of
item-symmetric auctions.
1.1

Results and Technical Highlights

The previous paragraphs motivate our modeling decisions within the multi-dimensional mechanism
design domain: we consider a single seller with 𝑚 items (users) for sale, and the buyers’ (ads’)
values are drawn from a distribution known to the seller (Bayesian vs. Worst-Case). The seller’s
goal is to design a truthful auction that optimizes their expected revenue (Revenue vs. Welfare).
We focus on the case where there is unlimited supply, which can alternatively be represented by a
single population of potential bidders (Direct vs. Indirect Competition).3
From here, we wish to study item-symmetric auctions, and do so through the lens of simplicity
vs. optimality [13, 14, 32, 34]: is there a simple, approximately-optimal item-symmetric auction? For
example, one particularly simple auction is to bundle the items together (that is, pick a price 𝑝 and
allow the buyer to receive all items for price 𝑝, or no items). It is also easy to see that this auction
is item-symmetric (and therefore fair). Indeed, in the language of ad auctions, it corresponds to an
auction which does not use personalized data at all, and chooses to display an ad to whatever user
shows up independently of their demographics [22].
Another particularly simple auction is to sell the items separately (that is, forÍeach item 𝑗, pick
a price 𝑝 𝑗 , and allow the buyer to pick any set of items 𝑆 to purchase at price 𝑗 ∈𝑆 𝑝 𝑗 ). Auctions
of this format, while simple, are not necessarily item-symmetric (nor fair): if 𝑝 1 > 𝑝 2 , then an
advertiser could submit an identical bid of 𝑝 2 for both items yet receive only item two. A proper
subclass of such auctions, which is item-symmetric (and therefore fair), is to sell the items separately
and symmetrically (that is, set a single price 𝑝, and allow the buyer to pick any set of items and pay
𝑝 per item). In the language of ad auctions, selling separately and symmetrically corresponds to
setting a price of 𝑝 to display an ad (independently of any data), but letting the advertisers choose
any subsets of demographics to display their ads.
Our main result is that bundling the items together achieves a constant-factor approximation to
the revenue-optimal item-symmetric mechanism, and that this factor can be improved by considering the better of bundling together and selling separately and symmetrically.
Main Result (See Theorems 3.1 and 3.2): For a single additive buyer, and any number of independent
items, bundling together achieves a 𝑂 (1)-approximation to the revenue-optimal item-symmetric
mechanism. The maximum between bundling together and selling separately and symmetrically
improves this constant.

3 To

quickly see why the unlimited supply setting is equivalent to the single bidder setting: Because there are no supply
constraints, it is feasible to pick any single-bidder mechanism and just use it for every bidder.
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We also provide several auxiliary results in Appendix F, which study the relationships between
simple mechanisms such as bundling together, selling separately, and selling separately and symmetrically.

1.2

Related Work

Multi-dimensional Mechanism Design. At a technical level, the most closely-related field to
our work is that of simple vs. optimal multi-dimensional mechanism design. For example, our proof
outline is reminiscent of [5, 40], and we provide an alternative proof outline reminiscent of [9].
Note also that our main result (that bundling together is a constant-factor approximation of the
optimal revenue from any symmetric auction) implies one result from [40] (that bundling together
is a constant-factor approximation of the optimal revenue when all items are i.i.d.).4 [22] were the
first to explicitly note the connection between the sale of an “uncertain item” (e.g. an impression
to a user whose demographic is known only to the designer) and the classic multi-dimensional
mechanism design setting.
Individual Fairness in Auction Design. To our knowledge, [27] were the first to consider fairness
in auction design from a theoretical perspective. Their work provides fairness definitions based
on individual fairness and motivating examples demonstrating that unfair outcomes can arise
from ostensibly fair auctions and non-discriminatory behavior of auctioneers. Follow-up works
such as [15, 35] proceed in similar models. These works provide strong impossibility results in the
worst-case, but also provide matching positive results (and improve the guarantees of these positive
results under restrictions on the otherwise worst-case input). Section 1 discusses extensively several
ways in which our work contributes to this line of work, along with the technical differences.
The other related work in this direction is [12], who also consider the theoretical design of fair
auctions from the perspective of a revenue-maximizing seller. The biggest difference between their
work and ours is that they essentially consider a single-dimensional setting (that is, they seek to
optimize the Myersonian virtual value of the winning bidder (ad) for each item (user)), but place
fairness constraints across auctions for different items. They formulate a linear program in their
setting and optimize their problem (exactly) computationally efficiently. Put another way, their
work exclusively considers auctions which “sell items separately” from a revenue perspective, but
with cross-item constraints concerning fairness.
One simple way to compare our work to these is that we focus on a simple notion of fairness,
but in the sophisticated multi-dimensional mechanism design setting, whereas these prior works
consider more sophisticated/quantitative notions of fairness but in simpler auction settings (either
welfare-maximization or single-dimensional revenue-maximization).
Empirical Studies of Fairness in Auction Design. Empirical studies on the rate at which ads
are displayed to different demographics motivate the line of work to which we contribute [3, 24, 38].
For example, [24] finds that ads for high-paying jobs are shown to more men than women, and [38]
draws the same conclusion for STEM jobs. The empirical studies in [3] support the conjecture that
this is due to “spillover effects” caused by higher competition for female views.
2

PRELIMINARIES

Our main results consider a single seller (the advertising platform) with 𝑚 items for sale (each item
corresponds to an impression for a different demographic of user) to a single buyer (representing the
4 This

follows as the optimal auction when all items are i.i.d. is in fact item-symmetric.
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population of advertisers, who do not directly compete for limited supply). However, we instantiate
our model with 𝑛 ≥ 1 buyers (directly competing advertisers), to best compare with prior work.
Í
Each buyer 𝑖 has a value 𝑣𝑖 𝑗 for each item 𝑗, and has value 𝑗 ∈𝑆 𝑣𝑖 𝑗 for set 𝑆 (that is, the bidders
are additive). Each 𝑣𝑖 𝑗 is drawn independently from a distribution 𝐷𝑖 𝑗 , and we define 𝐷𝑖 := × 𝑗 𝐷𝑖 𝑗
to represent the 𝑖 𝑡ℎ population of advertisers,5 and a particular 𝑣®𝑖 represents a particular advertiser.
We denote by 𝐷 := ×𝑖 𝐷𝑖 as the entire population, and 𝑣® as a particular profile of advertisers. When
there is just a single bidder, we abuse notation and let 𝐷 := 𝐷 1 , and 𝑣® := 𝑣®1 . For discrete distributions,
we let 𝑓 𝐷 (®
𝑣 ) := Pr𝑤←𝐷
® = 𝑣®]. For a single variable discrete distribution 𝐷, we let 𝐹 𝐷 (·) denote
® Í[𝑤
𝐷
the CDF, so 𝐹 (𝑣) := 𝑤 ∈ [0,𝑣 ] 𝑓 𝐷 (𝑤).
The seller’s goal is to design a truthful mechanism that maximizes their expected revenue.
Specifically, a mechanism consists of a mapping from valuation profiles 𝑣® to ex-post allocation
probabilities 𝑥𝑖 𝑗 (®
𝑣 ) for all bidders 𝑖 and items 𝑗, and an ex-post price 𝑝𝑖 (®
𝑣 ) for all bidders 𝑖. This
denotes the probability that bidder 𝑖 gets item 𝑗 when the full vector of bids is 𝑣®, and the price
that bidder 𝑖 pays (respectively). The interim allocation rule is a mapping from valuation vector
𝑣®𝑖 to the interim allocation probability 𝜋𝑖 𝑗 (®
𝑣𝑖 ) := E𝑣®−𝑖 ←𝐷 −𝑖 [𝑥𝑖 𝑗 (®
𝑣𝑖 ; 𝑣®−𝑖 )]. The interim price paid is
𝑞𝑖 (®
𝑣𝑖 ) := E𝑣®−𝑖 ←𝐷 −𝑖 [𝑝𝑖 (®
𝑣𝑖 ; 𝑣®−𝑖 )].6 These quantities denote the probability that bidder 𝑖 receives item
𝑗 and the price bidder 𝑖 pays (respectively), conditioned on reporting 𝑣®𝑖 and in expectation over
the remaining bids being drawn from 𝐷 −𝑖 . If we wish to emphasize that these terms come from a
specific mechanism 𝑀, we will write 𝑥𝑖𝑀𝑗 (·), 𝑝𝑖𝑀 (·), etc. We say that a mechanism is truthful if it is
Bayesian individually rational and Bayesian incentive compatible. That is:
Õ
𝑣𝑖 𝑗 · 𝜋𝑖 𝑗 (®
𝑣𝑖 ) − 𝑞𝑖 (®
𝑣𝑖 ) ≥ 0, ∀𝑖, 𝑣®𝑖 .
(Bayesian Individually Rational)
𝑗

Õ
𝑗

𝑣𝑖 𝑗 · 𝜋𝑖 𝑗 (®
𝑣𝑖 ) − 𝑞𝑖 (®
𝑣𝑖 ) ≥

Õ

𝑣𝑖′), ∀𝑖, 𝑣®𝑖 , 𝑣®′ .
𝑣𝑖 𝑗 · 𝜋𝑖 𝑗 (®
𝑣𝑖′) − 𝑞𝑖 (®

(Bayesian Incentive Compatible)

𝑗

The seller’s goal is to find, over all truthfulÍmechanisms,
Í the one maximizing her expected
revenue (which can be written either as E𝑣®←𝐷 [ 𝑖 𝑝𝑖 (®
𝑣 )] or 𝑖 E𝑣®𝑖 ←𝐷𝑖 [𝑞𝑖 (®
𝑣𝑖 )]).
Fairness and Symmetries. Motivated by the discussion in Section 1, we define an auction to be
fair if whenever an advertiser places the same bid for an impression for two different demographics,
those two demographics view the ad with the same probability. After mapping from advertiser to
buyer, and demographics to items, this yields the following two definitions, depending on whether
we seek a guarantee ex-post or in the interim.
Definition 2.1 (Fair Auction). An auction is ex-post fair with respect to bidder 𝑖 if for all valuation
profiles 𝑣®, and items 𝑗, 𝑘:
𝑣𝑖 𝑗 = 𝑣𝑖𝑘 ⇒ 𝑥𝑖 𝑗 (®
𝑣 ) = 𝑥𝑖𝑘 (®
𝑣 ) ∀𝑖.
An auction is interim fair if for all bidders 𝑖, valuation vectors 𝑣®𝑖 , and items 𝑗, 𝑘:
𝑣𝑖 𝑗 = 𝑣𝑖𝑘 ⇒ 𝜋𝑖 𝑗 (®
𝑣𝑖 ) = 𝜋𝑖𝑘 (®
𝑣𝑖 ).
Intuitively, an auction is ex-post fair with respect to bidder 𝑖 if no matter the bids of the other
bidders (advertisers), when bidder 𝑖 places an identical bid for two items (views from particular
example, it could be that 𝐷𝑖 = 𝐷𝑖 ′ for all 𝑖, 𝑖 ′ , and each bidder is drawn from the same population. This represents
settings where the platform cannot price-discriminate based on properties of the advertiser. It could also be that 𝐷𝑖 ≠ 𝐷𝑖 ′ .
In such settings, perhaps 𝐷𝑖 is the population of ‘big’ advertisers, and 𝐷𝑖 ′ is the population of ‘small’ advertisers, and the
platform knows from which population each individual advertiser is drawn.
6 We use the standard notation 𝑣® to refer to the vector of bids excluding bidder 𝑖, and 𝐷 to refer to the distribution over
−𝑖
−𝑖
valuation profiles, excluding bidder 𝑖.
5 For
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demographics), they receive those items with the same probability (those demographics view the ad
with the same probability). An auction is interim fair with respect to bidder 𝑖 if when bidder 𝑖 places
an identical bid for two items, they receive those items with the same probability in expectation
over the other bidders’ bids (assuming they are drawn from 𝐷 −𝑖 ).
Both definitions are implied by the following stronger definitions (respectively), which require
that the auction be invariant under relabeling of items/demographics. Below, the notation 𝜎 (®
𝑣)
refers to a vector satisfying (𝜎 (®
𝑣 ))𝑖𝜎 ( 𝑗) = 𝑣®𝑖 𝑗 for all 𝑖, 𝑗 (that is, the items/demographics have been
relabeled according to 𝜎).
Definition 2.2 (Symmetric Auction). An auction is ex-post symmetric with respect to bidder 𝑖 if for
all permutations 𝜎 on [𝑚], valuation vectors 𝑣®𝑖 , and partial valuation profiles 𝑣®−𝑖 :
𝜎 (𝑥®𝑖 (®
𝑣𝑖 ; 𝑣®−𝑖 )) = 𝑥®𝑖 (𝜎 (®
𝑣𝑖 ), 𝑣®−𝑖 ).
An auction is interim symmetric if for all permutations 𝜎, bidders 𝑖, and valuation vectors 𝑣®𝑖 :
𝜎 (𝜋®𝑖 (®
𝑣𝑖 )) = 𝜋®𝑖 (𝜎 (𝑣®𝑖 )).
Intuitively, an auction is symmetric if permuting a valuation vector by 𝜎 permutes the allocation
vector by 𝜎 as well. We briefly observe that symmetry implies fairness.
Observation 1. If an auction is ex-post (respectively, interim) symmetric, it is also ex-post (respectively, interim) fair.
Proof. Let 𝑣𝑖 𝑗 = 𝑣𝑖𝑘 , and consider the permutation 𝜎 which swaps 𝑗 and 𝑘. Then 𝜎 (®
𝑣𝑖 ) = 𝑣®𝑖 .
Symmetry therefore implies7 that 𝑥𝑖 𝑗 (®
𝑣𝑖 ; 𝑣®−𝑖 ) = 𝑥𝑖𝜎 ( 𝑗) (𝜎 (®
𝑣𝑖 ); 𝑣®−𝑖 )) = 𝑥𝑖𝑘 (®
𝑣𝑖 ; 𝑣®−𝑖 ). This completes the
proof for ex-post.
Similarly by symmetry: 𝜋𝑖 𝑗 (®
𝑣𝑖 ) = 𝜋𝑖𝜎 ( 𝑗) (𝜎 (®
𝑣𝑖 )) = 𝜋𝑖𝑘 (®
𝑣𝑖 ). This completes the proof for interim.
□
A Stronger Fairness Guarantee via Symmetry. The fairness guarantees above (and those in
prior work) demand that equally-valued users are shown an ad with the same probability. A
stronger fairness guarantee might instead demand that if demographic (item) 𝑖 is valued higher by
an advertiser (bidder) than demographic (item) 𝑗, then users from demographic 𝑖 are shown that ad
at least as often as those from demographic 𝑗. We term this property strong monotonicity in fairness,
defined below (after mapping from advertiser to buyer, and demographics to items).
Definition 2.3 (Strong Monotonicity in Fairness). An auction satisfies ex-post strong monotonicity
in fairness with respect to bidder 𝑖, if for all valuation profiles 𝑣®, and items 𝑗, 𝑘:
𝑣𝑖 𝑗 ≥ 𝑣𝑖𝑘 ⇒ 𝑥𝑖 𝑗 (®
𝑣 ) ≥ 𝑥𝑖𝑘 (®
𝑣 ) ∀𝑖.
An auction is interim strong monotonicity in fairness if for all bidders 𝑖, valuation vectors 𝑣®𝑖 , and
items 𝑗, 𝑘:
𝑣𝑖 𝑗 ≥ 𝑣𝑖𝑘 ⇒ 𝜋𝑖 𝑗 (®
𝑣𝑖 ) ≥ 𝜋𝑖𝑘 (®
𝑣𝑖 ).
Note that ex-post (resp. interim) fairness does not imply ex-post (resp. interim) strong monotonicity in fairness. Interestingly, however, [23] has already previously studied interim strong
monotonicity in fairness (under the name strong monotonicity), and shown that it is implied by
interim symmetry! That is, while previously studied notions of fairness alone do not imply this
stronger fairness notion, symmetry does. Below we briefly repeat their observation (and it’s short
proof, for completeness).
7 To

see this, recall that 𝜎 (𝑥® ( 𝑣®𝑖 ; 𝑣®−𝑖 )) is a vector that puts 𝑥𝑖 𝑗 ( 𝑣®𝑖 ; 𝑣®−𝑖 )) in the 𝑖, 𝜎 ( 𝑗) coordinate.
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Observation 2 ([23]). If an auction is interim symmetric and Bayesian Incentive Compatible, then
it satisfies interim strong monotonicity in fairness.
Proof. By Observation 1, any auction that is interim symmetric is also interim fair. This means
that if 𝑣𝑖 𝑗 = 𝑣𝑖𝑘 , then 𝜋𝑖 𝑗 (®
𝑣𝑖 ) ≥ 𝜋𝑖𝑘 (®
𝑣𝑖 ), so the conditions for interim strong monotonicity in fairness
hold whenever 𝑣𝑖 𝑗 = 𝑣𝑖𝑘 , and we need only consider the case when 𝑣𝑖 𝑗 > 𝑣𝑖𝑘 .
Assume for contradiction that 𝑣𝑖 𝑗 > 𝑣𝑖𝑘 but 𝜋𝑖 𝑗 (®
𝑣 ) < 𝜋𝑖𝑘 (®
𝑣 ). Advertiser 𝑖 could lie and swap 𝑣𝑖 𝑗
and 𝑣𝑖𝑘 . By symmetry, this swaps 𝜋𝑖 𝑗 (®
𝑣 ) and 𝜋𝑖𝑘 (®
𝑣 ), and strictly increases the advertiser’s interim
expected value (by (𝑣𝑖 𝑗 − 𝑣𝑖𝑘 ) · (𝜋𝑖𝑘 (®
𝑣 ) − 𝜋𝑖 𝑗 (®
𝑣 )). The auctioneer still charges advertiser 𝑖 the
same interim expected price (also by symmetry), giving them strictly more expected utility, and
contradicting that the auction is Bayesian Incentive Compatible.
□
We briefly note that ex-post symmetry and ex-post incentive compatibility also imply ex-post
strong monotonicity in fairness, and the proof outline is identical (but we will not formally
state/prove this, as we did not formally define ex-post incentive compatibility).
Observation 3. If an auction satisfies ex-post (respectively, interim) strong monotonicity in fairness,
then it is also ex-post (respectively, interim) fair.
Proof. Let 𝑣𝑖 𝑗 = 𝑣𝑖𝑘 , then 𝑣𝑖 𝑗 ≥ 𝑣𝑖𝑘 and 𝑣𝑖 𝑗 ≤ 𝑣𝑖𝑘 . By ex-post strong monotonicity in fairness, we
get 𝑥𝑖 𝑗 (®
𝑣 ) ≥ 𝑥𝑖𝑘 (®
𝑣 ) and 𝑥𝑖 𝑗 (®
𝑣 ) ≤ 𝑥𝑖𝑘 (®
𝑣 ). Therefore, 𝑥𝑖 𝑗 (®
𝑣 ) = 𝑥𝑖𝑘 (®
𝑣 ).
Similarly, by interim strong monotonicity in fairness, we get 𝜋𝑖 𝑗 (®
𝑣 ) ≥ 𝜋𝑖𝑘 (®
𝑣 ) and 𝜋𝑖 𝑗 (®
𝑣 ) ≤ 𝜋𝑖𝑘 (®
𝑣 ).
Therefore, 𝜋𝑖 𝑗 (®
𝑣 ) = 𝜋𝑖𝑘 (®
𝑣 ). This completes the proof for ex-post.
□
Selling Separately and Bundling Together. For a single bidder distribution 𝐷, we use the
following notation:
• Rev𝑀 (𝐷): the revenue of a particular mechanism 𝑀 for distribution 𝐷.
• Rev(𝐷): the optimal revenue achieved by any truthful mechanism for 𝐷 (formally, this is:
sup𝑀, 𝑀 is truthful {Rev𝑀 (𝐷)}). Observe that mechanisms achieving Rev(𝐷) are not necessarily
fair nor symmetric.
• SymRev(𝐷): the optimal revenue achieved by any truthful and interim symmetric mechanism
for 𝐷. By definition, the mechanism witnessing SymRev(𝐷) is symmetric.
• SRev(𝐷): the optimal revenue achieved by selling separately to a bidder drawn from 𝐷. That is,
the seller sets a price 𝑝 𝑗 := arg max𝑝 {𝑝 · Pr𝑣←𝐷 𝑗 [𝑣 ≥ 𝑝]} on item 𝑗, and the buyer purchases
all items for which 𝑣 𝑗 ≥ 𝑝 𝑗 . Observe that such mechanisms are not necessarily fair nor
symmetric. In the context of our running example, this corresponds to the platform setting a
different price to display an ad to each demographic, and allowing each advertiser to choose
which demographic views to purchase.
• SSRev(𝐷): the optimal revenue achieved by symmetrically selling separately
to a bidder drawn
Í
from 𝐷. That is, the seller sets the same price 𝑝 := arg max𝑞 {𝑞 · 𝑗 Pr𝑣←𝐷 𝑗 [𝑣 ≥ 𝑞]} on all
items, and the buyer purchases all items for which 𝑣 𝑗 ≥ 𝑝. Observe that such mechanisms
are both fair and symmetric. In the context of our running example, this corresponds to the
platform setting the same price to display an ad to each demographic, and allowing each
advertiser to choose which demographic views to purchase.
• BRev(𝐷): the optimal revenue
Í achieved by bundling together. That is, the seller sets a price
𝑝 := arg max𝑞 {𝑞 · Pr𝑣®←𝐷 [ 𝑗 𝑣 𝑗 ≥ 𝑞]} on the grand
Í bundle of all items, and the buyer
either purchases all items at total price 𝑝 (when 𝑗 𝑣 𝑗 ≥ 𝑝), or nothing. Observe that
such mechanisms are both fair and symmetric. In the context of our running example, this
corresponds to the platform ignoring all demographic information, and allowing advertisers
to show their ads to all users or none.
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Mapping between ad auctions and multi-dimensional mechanism design. We briefly repeat
the connection between ad auctions and the classical multi-item auction setup formally identified
by [22, Theorem 2]. An item 𝑗 in the classic setting corresponds to a demographic 𝑗 in the ad
auction domain. Moreover, awarding the buyer item 𝑗 with probability 𝑥 𝑗 corresponds to showing
a user with type 𝑗 their ad with probability 𝑥 𝑗 . Therefore, if advertisers have a value of 𝑣 𝑗 per
click from demographic 𝑗, and demographicÍ𝑗 represents a 𝑑 𝑗 fraction of the population, then
the advertiser’s value for an allocation 𝑥® is 𝑗 𝑣 𝑗 · 𝑑 𝑗 𝑥 𝑗 . Observe that when each demographic
represents the same fraction of the population (e.g. male/female) that the advertiser’s valuation
is simply additive. Therefore, our main results on item-symmetric mechanisms with an additive
buyer directly have bite in the ad auction domain when each demographic is equally likely.8
We also remind the reader that [22, Theorem 2] observes that bundling items together in the classic
setting corresponds to concealing demographic data in the ad auction setting. Similarly, selling
separately in the classic setting corresponds to setting a price 𝑝 𝑗 to display an ad to demographic
𝑗, and letting advertisers choose which subset of demographics to target. Selling separately and
symmetrically further enforces that 𝑝𝑖 = 𝑝 𝑗 for all 𝑖, 𝑗.
3

MAIN RESULT: BRev IS A CONSTANT-FACTOR APPROXIMATION TO SymRev.

In this section, we prove our main result: BRev is a constant factor approximation to SymRev.
Recall that in our setting, BRev corresponds to the optimal revenue achieved by a mechanism
which ignores demographic data entirely.
Theorem 3.1. Let 𝐷 be any additive single-bidder distribution over any number of independent
items. Then 204BRev(𝐷) ≥ SymRev(𝐷).
We prove Theorem 3.1 in two steps. The first step is the main step, and proves a theorem
reminiscent of the main result of [5], establishing that either BRev(𝐷) or SSRev(𝐷) is a constantfactor approximation to SymRev(𝐷) (Theorem 3.2). The second step argues that in fact BRev(𝐷) is
a constant factor approximation to SSRev(𝐷) (Proposition 3.3).
Theorem 3.2. Let 𝐷 be any additive single-bidder distribution over any number of independent
items. Then 24BRev(𝐷) + 20SSRev(𝐷) ≥ SymRev(𝐷).
Proposition 3.3. Let 𝐷 be any additive single-bidder distribution over any number of independent
items. Then 9BRev(𝐷) ≥ SSRev(𝐷).
We defer the proof of Theorem 3.1 to Appendix B. In Appendix B.1 we show how to upper
bound SymRev(𝐷) with Rev(𝐷 ′) for a modified distribution 𝐷 ′. To prove Theorem 3.2, we will
first provide a modified distribution 𝐷 ′, show that its revenue is close to that of 𝐷, and then design
a flow for 𝐷 ′. In Appendix B.2 we upper bound Rev(𝐷 ′) with 24BRev(𝐷) + 20SSRev(𝐷), and we
provide a proof based on tools used in [32]. In Section 3.1 we prove Proposition 3.3.
In Appendix C, we provide an alternative proof based on the [9] duality framework (for the case
when the distribution of the bidder’s maximum value for the items is regular). In Appendix C.2 we
also overview a naive attempt at applying their framework (using their “canonical flow”), which
helps provide intuition for the need to go through 𝐷 ′.
3.1

Comparing BRev to SSRev

In this section, we prove Proposition 3.3: BRev is a constant factor approximation to SSRev. Recall
that in our setting, BRev corresponds to the optimal revenue achieved by a mechanism which
8 We

also note that it is an interesting open direction to extend our main results from an additive bidder to a ’scaled additive’
bidder so that this connection holds even for non-uniform demographic distributions.
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ignores demographic data entirely, while SSRev corresponds to the optimal revenue achieved by
a mechanism which sets the same price to display an ad to each demographic, and allows each
advertiser to choose which demographic views to purchase.
To prove Proposition 3.3, consider any mechanism that sets price 𝑝 on each item separately,
and let 𝑞 𝑗 (𝑝)
Í denote the probability that the bidder purchases item 𝑗 (that is, that 𝑣 𝑗 ≥ 𝑝), and
let 𝑞(𝑝) := 𝑗 𝑞 𝑗 (𝑝) denote the expected number of items purchased at price 𝑝 (and therefore,
SSRev(𝐷) := sup𝑝 {𝑝 · 𝑞(𝑝)}). We will show that there is always a price 𝑝 ′ for the grand bundle
that collects a constant fraction of 𝑝 · 𝑞(𝑝).
We will first consider the case where 𝑞(𝑝) ≤ 8 (that is, at most 8 items are sold at price 𝑝 in
expectation). Unsurprisingly, in this case it suffices to set a price 𝑝 ′ := 𝑝 on the grand bundle.
Lemma 3.4. Let 𝑞(𝑝) ≤ 8. Then selling the grand bundle at price 𝑝 generates expected revenue at
least 𝑝 · 𝑞(𝑝)/9.
Proof. The proof follows from straight-forward calculations:
Õ
Pr [ 𝑣 𝑗 ≥ 𝑝] ≥ Pr [max{𝑣 𝑗 } ≥ 𝑝] = 1 − Pr [∀𝑗, 𝑣 𝑗 < 𝑝]
𝑣®←𝐷

𝑗

𝑣®←𝐷

=1−

𝑣®←𝐷

𝑗

Ö

Pr [𝑣 𝑗 < 𝑝] = 1 −

𝑣 𝑗 ←𝐷 𝑗

Ö

(1 − 𝑞 𝑗 (𝑝))

𝑗

𝑗

≥ 1−

Ö

𝑒 −𝑞 𝑗 (𝑝) = 1 − 𝑒 −𝑞 (𝑝)

𝑖

≥ 𝑞(𝑝)/9.
Í
Above, the first line holds since the distribution for 𝑗 𝑣 𝑗 stochastically dominates max 𝑗 𝑣 𝑗 . The
second line follows as values are independent. The third line holds as 𝑒 −𝑞 𝑗 (𝑝) ≥ 1 − 𝑞 𝑗 (𝑝), and the
last line holds for all values 𝑞(𝑝) ≤ 8. In particular, this means that we can set price 𝑝 on the grand
bundle, and it will sell with probability at least 𝑞(𝑝), completing the proof.
□
This completes our analysis of the first case. We now consider the case where 𝑞(𝑝) > 8, and we
set the grand bundle price to be 𝑝 ′ = 𝑞(𝑝)𝑝/2. We will also use the notation 𝜎 2 (𝑝) to denote the
Í
variance of the random variable 𝑗 I(𝑣 𝑗 ≥ 𝑝). We quickly observe a bound on 𝜎 2 (𝑝), which follows
as all values are independent.
Í
Í
Observation 4. 𝜎 2 (𝑝) = 𝑗 𝑞 𝑗 (𝑝) (1 − 𝑞 𝑗 (𝑝)) ≤ 𝑗 𝑞 𝑗 (𝑝) = 𝑞(𝑝).
Lemma 3.5. Let 𝑞(𝑝) > 8. Then selling the grand bundle at price 𝑝 · 𝑞(𝑝)/2 generates expected
revenue at least 𝑝 · 𝑞(𝑝)/9.
Í
Proof. Observe that certainly 𝑗 𝑣 𝑗 ≥ 𝑝 · 𝑞(𝑝)/2 when there are at least 𝑞(𝑝)/2 items with value
greater than 𝑝. We lower bound the probability of this event using Chebyshev’s inequality:
Pr [
𝑣®←𝐷

Õ
𝑗

1
I(𝑣 𝑗 ≥ 𝑝) ≥ 𝑥 (𝑝)]
2
𝑣®←𝐷
𝑗
Õ
1
≥ Pr [|
I(𝑣 𝑗 ≥ 𝑝) − 𝑞(𝑝)| ≤ 𝑥 (𝑝)]
2
𝑣®←𝐷
𝑖

𝑣 𝑗 ≥ 𝑝 · 𝑞(𝑝)/2] ≥ Pr [

Õ

𝜎 2 (𝑝)
𝑞(𝑝) 2 /4
≥ 1 − 4/𝑞(𝑝) ≥ 1/2

≥ 1−

□
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Proposition 3.3 now follows from Lemma 3.4 and Lemma 3.5.
While not related to our main result, we also explore the relationship between SSRev and BRev
in the other direction, and include a proof in Appendix E. The outline is similar to a related claim
in [5].
Theorem 3.6 (SSRev is a log approximation of BRev). For any distribution 𝐷 for a single
additive buyer and 𝑚 not necessarily independent items, BRev(𝐷) ≤ 5 log(𝑚)SSRev(𝐷).
In Appendix F, we analyze several examples demonstrating the relationship between BRev and
SSRev.
4

CONCLUSIONS

Motivated by recent works which consider fairness constraints in welfare-maximizing or singledimensional auctions [12, 15, 27, 35], we introduce fairness considerations in multi-dimensional
mechanism design. We study interim (rather than worst-case) notions of fairness, and use this to
motivate the study of simple item-symmetric auctions. Our main technical result is that the simple
auction which ignores demographic information entirely is a constant-factor approximation to the
optimal item-symmetric auction.
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ADDITIONAL DISCUSSION

We revisit the discussion of Section 1 with a brief technical highlight and concrete examples.
Brief Technical Highlight. Almost all prior work on simple vs. optimal multi-dimensional
mechanism design consider selling separately as a simple mechanism, and are perfectly content to
argue that the maximum between selling separately and some other simple mechanism achieves a
constant-factor approximation [5, 6, 9, 11, 16, 28, 29, 46, 53]. These works proceed by proving elegant
upper bounds on the optimal achievable revenue, and breaking these bounds into terms which can
be approximated by simple mechanisms. In particular, there is usually a term that corresponds
to “revenue achieved when a bidder has an unusually high value for some item” (e.g.,“the tail”
in [4, 5, 16, 40, 46], SINGLE in [6, 9, 11, 28, 29]), and this term is easily approximated by the revenue
of selling separately (typically, this term is also the most straight-forward to approximate).
In our setting however, selling separately is not a symmetric mechanism, and in fact could be up
to a factor of Ω(#items) better than the optimal symmetric mechanism (See Example C.9). Therefore
we need to target an upper bound that in some cases is even tighter than the revenue achieved by
selling separately.
At a very high level, prior bounds leverage the fact that “the auctioneer cannot both extract
revenue ≈ 𝑣 when the buyer has a high value 𝑣 for item 𝑗 and revenue ≈ 2𝑣 when the buyer has
an even higher value 2𝑣 for item 𝑗, because the buyer with value 2𝑣 can always lie and pretend
that their value is 𝑣 instead.” Our bound instead must leverage the fact that “the auctioneer cannot
both extract revenue ≈ 𝑣 when the buyer has a high value 𝑣 for some item 𝑗 and also revenue ≈ 2𝑣
when the buyer has an even higher value 2𝑣 for some other item ℓ.” This is because if the auctioneer
extracts revenue ≈ 𝑣 when the buyer has value 𝑣 for item 𝑗, they must also extract revenue ≈ 𝑣
when the buyer has value 𝑣 for item ℓ (by item-symmetry), and then the buyer with value 2𝑣 for
item ℓ can always pretend that their value is instead 𝑣. The main technical challenge is figuring
out a way to leverage this intuition into a concrete bound. Once we find the right approach, the
complete proof is fairly clean, and is able to leverage existing machinery in the simple vs. optimal
literature for multi-dimensional mechanism design.
A.1

Interim vs. Ex-post fairness

First, we provide some examples illustrating that interim fairness better captures systemic fairness
at a population level than ex-post fairness. We also demonstrate that unfairness can arise even in
the single-bidder setting.
Example A.1 (Ex-post unfair, but interim fair). Consider the following (highly stylized) example
with two items and three bidders. Item one represents the demographic of female users, and item
two represents the demographic of male users. Buyer One represents the population of advertisers
for STEM jobs, Buyer Two represents the population of advertisers for Maternity Clothes, and
Buyer Three represents the population of advertisers for Men’s Shoes.
Concretely, 𝐷 11 and 𝐷 12 are both point masses at 1. This means that every STEM jobs advertiser
has value 1 for displaying their ad, and they comply with anti-discrimination regulations by
submitting an identical value for both demographics.
𝐷 21 is equal to 2 with probability 1/2, and 0 with probability 1/2. 𝐷 22 is a point-mass at 0. This
means that half of Maternity Clothes advertisers have have a high value for displaying their ad to
women, and half have no value for displaying their ads.
𝐷 31 is a point mass at 0. 𝐷 32 is equal to 2 with probability 1/2, and 0 with probability 1/2.
This means that half have a high value for displaying their ads to men, and half of Men’s Shoes
advertisers have no value.
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The revenue-optimal (and welfare-optimal) auction awards each item to the highest bidder, and
charges them their full value (it is not hard to see that this is truthful. Conditioned on being truthful,
it is clear that it is optimal because it achieves expected revenue equal to the full expected welfare).
This auction is interim symmetric with respect to bidder 1, and therefore interim fair as well.
To see this, observe that 𝜋 11 (1, 1) = 𝜋12 (1, 1) = 1/2. That is, the STEM jobs ad is displayed to each
demographic with probability 1/2. However, this auction is not ex-post fair (and therefore not
ex-post symmetric) with respect to bidder 1. To see this, observe that 𝑥 11 ((1, 1), (2, 0), (0, 0)) = 0,
but 𝑥 12 ((1, 1), (2, 0), (0, 0)) = 1. That is, when the Maternity Clothes advertiser has high value for
displaying their ad to women, but Men’s Shoes advertiser has no value for displaying their ad, men
see the STEM jobs ad with probability 1, but women see it with probability 0.
Example A.1 is reminiscent of worst-case examples from [27, 35]: there exist instances of bids
from other bidders that result in unfairness ex-post. However, Example A.1 is still fair at the
population level, and this property is best captured by interim fairness.
Of course, it is still possible for optimal auctions to be interim unfair (again with examples
reminiscent of [27, 35]). For example, if Example A.1 contained only bidders one and two (STEM
jobs and Maternity Clothes), but not bidder three, the optimal auction is still to award each item to
the highest bidder and charge their full value. But now the auction is interim unfair, as 𝜋11 (1, 1) = 1
while 𝜋12 (1, 1) = 1/2.
While the mathematics behind both examples is nearly identical, the precise definitions are
important. Interim fairness better captures when unfairness manifests at the population level,
rather than worst-case instances. We now note that when the auctioneer uses a revenue-optimal
auction, unfairness can arise even when there is just a single bidder.
Example A.2 (Interim unfair with a single bidder). Consider the following example with two
items and one bidder. Item one still represents the demographic of female users, and item two still
represents the demographic of male users. There is a single population of all advertisers, and there
are two types of advertisers in this population (each equally likely): STEM jobs, which have value 1
for both demographics, and Maternity clothes, which have value 3 for female users and 1 for male
users.
This results in an instance where 𝐷 11 takes value 1 with probability 1/2 and value 3 with
probability 1/2. 𝐷 12 takes value 1 with probability 1.
The revenue-optimal auction is to “sell separately” item one at price 1 and item two at price
3. That is, 𝑥 11 (1, 3) = 𝑥 12 (1, 3) = 1, 𝑝 1 (1, 3) = 3, 𝑥 11 (1, 1) = 1, 𝑥 12 (1, 1) = 0, 𝑝 (1, 1) = 1.9 Observe
that this is interim unfair. Because there is just a single bidder, 𝜋1𝑗 (®
𝑣 1 ) = 𝑥 1𝑗 (®
𝑣 1 ), and therefore
𝜋11 (1, 1) ≠ 𝜋12 (1, 1).
Intuitively, what drives unfairness in Example A.2 is again the fact that the STEM jobs advertiser,
which submits an identical bid for all demographics, is competing with the Maternity Clothes
advertiser. In Example A.1 (or the interim unfair variant of Example A.1), this competition directly
causes unfair viewing of STEM jobs ads, because supply constraints result in the “female view” item
being sold to the Maternity Clothes advertiser instead. In Example A.2, this competition indirectly
causes unfair viewing of STEM jobs ads, because the ad platform generates increased revenue by
setting a higher price on the “female view” item.
Both types of competition are important. Prior work [12, 27, 35] focuses on competition caused
by limited supply. We instead focus on fairness implications caused indirectly by the impact of
9 To

see why this is optimal, observe that this is essentially a single-item instance, because 𝐷 11 is a point-mass. The optimal
price for 𝐷 12 is 3.
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competition on pricing. We focus on the single-bidder setting to isolate this source of competition
(as there are no supply constraints).
A.2

Fairness vs. Symmetries

Our definition of fairness (modulo the distinction between ex-post and interim) is motivated by
individual fairness, and is (a special case of) the same one used in the works that introduced
this direction [27]. We use symmetries as a technical lens to guarantee this definition of fairness,
although it is worth briefly noting that symmetry may have standalone interest as a fairness concept.
Specifically, fairness alone guarantees that whenever an advertiser places the same bid for two
different demographics, those two demographics see the ad with the same probability. Symmetry
further guarantees that swapping the bids of an advertiser for any two demographics swaps the
probabilities that those demographics see the ad.
Beyond philosophical motivation, fairness properties are typically evaluated by their ability to
guarantee fair outcomes. That is, systems are evaluated by their ability to mitigate bias. In our
setting, the desirable outcome is that equally-qualified individuals from different demographics
see protected ads with the same probability. A fair auction guarantees this outcome as long as the
protected advertiser places the same bid on all relevant demographics. A symmetric auction also
guarantees this outcome under the same circumstances, but also under the weaker condition that the
protected advertiser’s bid vector is invariant under all permutations of the relevant demographics.
Therefore, while symmetry may be interesting as a standalone definition, it is not immediately
clear what symmetric auctions might guarantee in terms of fair outcomes beyond what fair auctions
already guarantee. As such, we view symmetries mainly as a technical lens to study fair auctions.
A.3

Ex-post vs. Interim Symmetries

Interim symmetric auctions have been previously studied within Bayesian mechanism design from
a pure optimization perspective (e.g. [23, 37]). Indeed, this is because revenue-optimal auctions
for symmetric distributions (including distributions for which the items are drawn i.i.d.) are
known to be interim symmetric [23]. That is, if 𝐷 is invariant under all item permutations, then
SymRev(𝐷) = Rev(𝐷).
Ex-post symmetries, on the other hand, have not been previously studied (to the best of our
knowledge). This makes sense, as even when the entire input is i.i.d., the revenue-optimal auction
need not be ex-post symmetric.10 This also suggests that from the perspective of Bayesian mechanism design, interim concepts may be better suited than ex-post concepts. Section A.1 argues this
intrinsically from the definitions themselves, as these definitions best capture population-level phenomena. The above discussion (briefly) argues that from a technical perspective, interim definitions
are likely to be more tractable/relevant than ex-post definitions.
B

OMITTED PROOFS FROM SECTION 3

In this section, we provide the proof of Theorem 3.1. In Appendix B.1 we show how to upper
bound SymRev(𝐷) with Rev(𝐷 ′) for a modified distribution 𝐷 ′. In Appendix B.2 we upper bound
Rev(𝐷 ′) with 24BRev(𝐷) + 20SSRev(𝐷).
B.1

Upper Bounding SymRev(𝐷) with a Modified Distribution

To prove Theorem 3.2, we will first provide an modified distribution 𝐷 ′, show that its revenue is
close to that of 𝐷, and then design a flow for 𝐷 ′. We first define our modified distribution.
10 One

such example is provided in [52], where there are two bidders and two items and the value of each bidder for each
item is i.i.d. from a distribution supported on {1, 2}.
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Definition B.1 (Modified Distribution). Let 𝐷 be an additive single-buyer distribution over 𝑚
independent items. Define the modified distribution 𝐷 ′ to be the following distribution over 𝑚 + 1
items (we will use index 0 to refer to the extra item):
• Draw 𝑣 𝑗 independently from 𝐷 𝑗 for all 𝑗.
• Let 𝑗 ∗ := arg max 𝑗 {𝑣 𝑗 } (breaking ties lexicographically).
• Let 𝑣 0′ := 𝑣 𝑗 ∗ .
• Let 𝑣 ′𝑗 := 𝑣 𝑗 , for all 𝑗 ≠ 𝑗 ∗ .
• Draw 𝑣 ′𝑗 ∗ from the distribution 𝐷 𝑗 ∗ , conditioned on 𝑣 ′𝑗 ∗ < 𝑣 0′ (if 𝑣 0′ = 0, just set 𝑣 ′𝑗 ∗ = 0).
Intuitively, 𝐷 ′ ensures that the maximum-value item is always in the same coordinate (0), and
this allows us to leverage a clean application of prior tools. We first need to argue that SymRev(𝐷)
is upper bounded by (an appropriate function of) Rev(𝐷 ′).
Proposition B.2. For any 𝜀 > 0, SymRev(𝐷) ≤

1
1−𝜀

· Rev(𝐷 ′) +

2
𝜀 (1−𝜀) BRev(𝐷).

The proof of Proposition B.2 proceeds in several small steps, with each step moving closer from
𝐷 to 𝐷 ′. Most steps in isolation should seem straight-forward to readers familiar with “nudgeand-round” arguments, although Lemma B.8 and Corollary B.9 are specific to our setting. We first
consider the following:
Definition B.3. For a given distribution 𝐷 over 𝑚 items, define 𝐷 (1) to be the distribution which
draws 𝑣® ← 𝐷, and then concatenates 𝑣 0 := 0.
Lemma B.4. SymRev(𝐷) ≤ SymRev(𝐷 (1) ).11
Proof. Consider any symmetric mechanism 𝑀 for 𝐷, and view it by its menu (that is, the list of
(𝑥,
® 𝑝) it allows the buyer to purchase). Recall that because 𝑀 is symmetric, that for all (𝑥,
® 𝑝) on the
menu, (𝜎 (𝑥),
® 𝑝) is also on the menu for all item permutations 𝜎.
Consider now the menu 𝑀 ′ which offers the option ((0, 𝑥),
® 𝑝) for all (𝑥,
® 𝑝) on the menu for 𝑀,
and also contains (𝜎 ((0, 𝑥)),
® 𝑝) for all item permutations 𝜎 (for all (𝑥,
® 𝑝) on the menu for 𝑀). This
menu is clearly symmetric by definition, and therefore 𝑀 ′ is a symmetric mechanism.
We just need to figure out the revenue of 𝑀 ′ compared to 𝑀. Consider any 𝑣®, and let (𝑥,
® 𝑝)
denote their favorite option from the menu for 𝑀. We claim that ((0, 𝑥),
® 𝑝) is the favorite option for
(0, 𝑣®) from the menu for 𝑀 ′. Once we prove this, this will establish that Rev𝑀 (𝐷) = Rev𝑀 ′ (𝐷 (1) ).
To see this, first observe that every option on the menu for 𝑀 ′ awards (at least) one item with
probability 0. Because (0, 𝑣®) has value 0 with item 0, their (weakly) favorite option from the menu
for 𝑀 ′ awards item 0 with probability 0. Conditioned on this, their utility for any option ((0, 𝑦),
® 𝑞)
is exactly 𝑣® · 𝑦® − 𝑞, which is exactly their utility for the option (𝑦,
® 𝑞) on the menu for 𝑀. Because
(𝑥,
® 𝑝) is their favorite such option in 𝑀, ((0, 𝑥),
® 𝑝) remains their favorite option from 𝑀 ′.
□
We now take one more intermediate step. This step will require a “nudge-and-round” lemma
from prior work:
Lemma B.5 ([10, 46]). For a singleÍbidder, let 𝐷 and 𝐷 ′ be coupled so that it is possible to jointly
draw (®
𝑣 , 𝑣®′) from (𝐷, 𝐷 ′) so that E[ 𝑗 |𝑣 𝑗 − 𝑣 ′𝑗 |] ≤ 𝐶. Then for all 𝜀 > 0, and any mechanism 𝑀,
there exists a mechanism 𝑀 ′ such that:
1
Rev𝑀 ′ (𝐷 ′) ≥ (1 − 𝜀) · Rev𝑀 (𝐷) − · 𝐶.
𝜀
Moreover, if 𝑀 is symmetric, then so is 𝑀 ′.12
≤ Rev(𝐷 (1) ) is trivial: simply ignore item 0. Lemma B.4 requires confirming that indeed symmetric
mechanisms can also ignore item 0.
12 In fact, 𝑀 ′ is identical to 𝑀, after discounting all prices by a factor of (1 − 𝜀).

11 Observe that Rev(𝐷)

17

Submission 150

Definition B.6. For a given distribution 𝐷 over 𝑚 items, define 𝐷 (2) to be the distribution which
first draws 𝑣® ← 𝐷. Then, if 𝑗 ∗ := arg max 𝑗 {𝑣 𝑗 }, draw 𝑣 0 from the distribution 𝐷 𝑗 ∗ , conditioned on
𝑣 0 < 𝑣 𝑗 ∗ . We will let 𝑉 ′ denote the random variable distributed according to the marginal of 𝑣 0 .
Lemma B.7. For any 𝜀 > 0, SymRev(𝐷 (2) ) ≥ (1 − 𝜀)SymRev(𝐷 (1) ) −

1
𝜀

· E[𝑉 ′].

Proof. To see this, simply couple 𝐷 (1) and 𝐷 (2) so that the values for all items except for item 0
are equal. Then, the expected ℓ1 distance between the two draws is exactly 𝑣 0 , which is distributed
according to 𝑉 ′ for 𝐷 (2) , and is a point mass at 0 for 𝐷 (1) . Therefore, we may take 𝐶 in the hypothesis
of Lemma B.5 to be E[𝑉 ′], and let 𝑀 be the optimal symmetric mechanism for 𝐷 (1) . The lemma
statement now follows, as Lemma B.5 proves the existence of a symmetric mechanism 𝑀 ′ for 𝐷 (2)
with the desired revenue.
□
There are two remaining steps. First, we simply observe that SymRev(𝐷 (2) ) = SymRev(𝐷 ′).
Observation 5. SymRev(𝐷 (2) ) = SymRev(𝐷 ′).
Proof. Observe that the distribution 𝐷 ′ can be obtained by first drawing a vector from 𝐷 (2) ,
and then swapping coordinates 0 and 𝑗 ∗ . This means that 𝐷 ′ and 𝐷 (2) can be coupled so that with
probability one, the vector drawn from 𝐷 ′ is a permutation of the one drawn from 𝐷 (2) . This
immediately implies that all symmetric mechanisms achieve the same expected revenue from both
𝐷 ′ and 𝐷 (2) . The observation now follows.
□
The final step is to reason about E[𝑉 ′]. After this, we wrap up the proof of Proposition B.2. We
begin with a slightly stronger lemma than necessary.
Lemma B.8. 2BRev(𝐷) ≥ E ( 𝑣®,𝑤)←𝐷×𝐷
[min{max 𝑗 {𝑣 𝑗 }, max 𝑗 {𝑤 𝑗 }}].
®
Proof. Observe that E ( 𝑣®,𝑤)←𝐷×𝐷
[min{max 𝑗 {𝑣 𝑗 }, max 𝑗 {𝑤 𝑗 }}] is exactly the revenue of a second®
price auction for a single item and two bidders whose values are drawn independently distributed according to max 𝑗 {𝑣 𝑗 } (when 𝑣® ← 𝐷). Refer to this distribution as 𝐷 ∗ . Therefore, the optimal revenue
for two bidders from 𝐷 ∗ is at least E ( 𝑣®,𝑤)←𝐷×𝐷
[min{max 𝑗 {𝑣 𝑗 }, max 𝑗 {𝑤 𝑗 }}], and this means that the
®
∗
optimal revenue for a single bidder from 𝐷 is at least E ( 𝑣®,𝑤)←𝐷×𝐷
[min{max 𝑗 {𝑣 𝑗 }, max 𝑗 {𝑤 𝑗 }}]/2.13
®
Í
Finally, observe that the distribution for 𝑗 𝑣 𝑗 stochastically
dominates 𝐷 ∗ . Therefore, for any
Í
∗
price 𝑝 (including the revenue-optimal price for 𝐷 ), Pr[ 𝑗 𝑣 𝑗 ≥ 𝑝] ≥ Pr[max 𝑗 {𝑣 𝑗 } ≥ 𝑝]. Therefore,
setting the revenue-optimal price for one bidder from 𝐷 ∗ as a price on the grand bundle of all items
witnesses that BRev(𝐷) ≥ Rev(𝐷 ∗ ), and the lemma follows.
□
Interestingly, Lemma B.8 is tight. Consider the case of 𝑚 = 1 item drawn from the equal revenue
distribution. Then BRev(𝐷) = 1, and the expected minimum of two draws from the equal revenue
distribution is 2. We can also use it to upper bound E[𝑉 ′].
Corollary B.9. E[𝑉 ′] ≤ 2BRev(𝐷).
Proof. Observe that 𝑉 ′ is stochastically dominated by E ( 𝑣®,𝑤)←𝐷×𝐷
[min{max 𝑗 {𝑣 𝑗 }, max 𝑗 {𝑤 𝑗 }}].
®
Once we establish this, the corollary follows.
Observe that both min{max 𝑗 {𝑣 𝑗 }, max 𝑗 {𝑤 𝑗 }} and 𝑉 ′ can be described as random variables of
the form “first draw 𝑋 from distribution 𝐹 , then draw 𝑌 from distribution 𝐺, conditioned on 𝑌 < 𝑋 .”
Indeed, min{max 𝑗 {𝑣 𝑗 }, max 𝑗 {𝑤 𝑗 }} has 𝐹 as the distribution of max{max 𝑗 {𝑣 𝑗 }, max 𝑗 {𝑤 𝑗 }}, and 𝐺
13 This

follows by “Revenue Submodularity” [25]. It is also easy to see in this case that any truthful mechanism for two
bidders from 𝐷 ∗ can be projected to a mechanism for a single bidder from 𝐷 ∗ , and that this mechanism retains half the
original revenue.
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as the distribution of max 𝑗 {𝑧 𝑗 }. 𝑉 ′ has 𝐹 as the distribution of max 𝑗 {𝑣 𝑗 }, and 𝐺 as the distribution
𝐷 𝑗∗ .
It is easy to see that max{max 𝑗 {𝑣 𝑗 }, max 𝑗 {𝑤 𝑗 }} stochastically dominates max 𝑗 {𝑣 𝑗 } (the former
is the maximum of two draws from the latter). It is also easy to see that for any 𝑐, the distribution
of max 𝑗 {𝑧 𝑗 } conditioned on being < 𝑐 stochastically dominates 𝐷 𝑗 ∗ conditioned on being < 𝑐
(the former gets to draw values for all items conditioned on being < 𝑐 and take the largest,
rather than just from item 𝑗 ∗ ). Taking these two claims together, we see that the distribution of
min{max 𝑗 {𝑣 𝑗 }, max 𝑗 {𝑤 𝑗 }} stochastically dominates 𝑉 ′.
□
Proof of Proposition B.2. Simply chain the following inequalities together. The first line follows from Lemma B.4. The second line follows from Lemma B.7. The third follows from Observation 5. The final follows from Corollary B.9 (and the fact that SymRev ≤ Rev always).
SymRev(𝐷) ≤ SymRev(𝐷 (1) )
1
1
≤
· SymRev(𝐷 (2) ) +
E[𝑉 ′]
1−𝜀
𝜀 (1 − 𝜀)
1
1
≤
· SymRev(𝐷 ′) +
E[𝑉 ′]
1−𝜀
𝜀 (1 − 𝜀)
2
1
· Rev(𝐷 ′) +
BRev(𝐷).
≤
1−𝜀
𝜀 (1 − 𝜀)
□
B.2

Upper Bounding Rev(𝐷 ′).

The main task of this section is to upper bound Rev(𝐷 ′). We provide below a proof based on tools
used in [32]. For readers interested in a proof based on the duality framework of [9] (in the case
where 𝐷 0′ is regular), see Appendix C. The “Marginal Mechanism” lemma is the only one we’ll
use from prior work. Below, 𝐷𝑆 denotes the marginals of distribution 𝐷 onto items 𝑆, and the
distribution 𝐷𝑆¯ |®
𝑣 𝑆 denotes the distribution of 𝑣®𝑆¯ , assuming that 𝑣® is drawn from 𝐷, and conditioned
on 𝑣®𝑆 .
Lemma B.10. [“Marginal Mechanism” [10, 32]] Let 𝑆, 𝑆¯ partition the items in [𝑚]. Then for all
(possibly correlated) distributions 𝐷:
Õ
Rev(𝐷) ≤ E𝑣®←𝐷 [ 𝑣 𝑗 ] + E𝑣®𝑆 ←𝐷𝑆 [Rev(𝐷 −𝑆 |®
𝑣 𝑆 )].
𝑗 ∈𝑆

As an immediate corollary, we obtain the following bound on our modified distribution 𝐷 ′:
Corollary B.11. For any modified distribution 𝐷 ′:
Rev(𝐷 ′) ≤ E𝑣®←𝐷 ′ [

Õ

′
′ [Rev(𝐷 |®
𝑣 𝑗 ] + E𝑣®−0 ←𝐷 −0
0 𝑣 −0 )].

𝑗≠0

Our remaining task is to upper
Í bound the two terms on the right-hand side of Corollary B.11. We
begin with the term E𝑣®←𝐷 ′ [ 𝑗≠0 𝑣 𝑗 ]. Our outline is similar to the bound of the “NON-FAVORITE”
term in [9], with technical modifications to avoid upper bounding any terms with SRev (which
suffices for their target bound, but not for us, as SRev is not symmetric). Upper bounding the term
′
′ [Rev(𝐷 |®
E𝑣®−0 ←𝐷 −0
0 𝑣 −0 )] is novel to our setting, and we complete this afterwards.
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Our first step is to break the term into three parts:
Õ
Õ
E𝑣®←𝐷 ′ [ 𝑣 𝑗 ] = E𝑣®←𝐷 ′ [
𝑣 𝑗 · 𝐼 (𝑣 𝑗 ≥ SSRev(𝐷))]

(TAIL)

𝑗∉{0,𝑗 ∗ }

𝑗≠0

+ E𝑣®←𝐷 ′ [𝑣 𝑗 ∗ · 𝐼 (𝑣 𝑗 ∗ ≥ SSRev(𝐷))]
Õ
+ E𝑣®←𝐷 ′ [ 𝑣 𝑗 · 𝐼 (𝑣 𝑗 < SSRev(𝐷))]

(SPECIAL)
(CORE).

𝑖≠0

Indeed, the terms TAIL and CORE are quite similar to those in [9] (our cutoff of SSRev(𝐷) differs
from their choice of SRev(𝐷)), and the term SPECIAL is new for our approach.
Lemma B.12. TAIL ≤ SSRev(𝐷).
Proof. Observe that the random variable 𝑣 𝑗 · 𝐼 (𝑣 𝑗 ≥ SSRev(𝐷)) · 𝐼 ( 𝑗 ∉ {0, 𝑗 ∗ }) can alternatively
be drawn by first drawing 𝑣 𝑗 ← 𝐷 𝑗 , and then independently drawing 𝑣 −𝑗 from 𝐷 −𝑗 . If 𝑣 𝑗 is the
largest among these values, then in fact 𝑗 is 𝑗 ∗ . Otherwise, 𝑗 ∉ {0, 𝑗 ∗ }, and we can just check
whether 𝑣 𝑗 ≥ SSRev(𝐷). Importantly, observe that each of these checks is independent. Therefore,
we can write:
Õ
TAIL = E𝑣®←𝐷 ′ [
𝑣 𝑗 · 𝐼 (𝑣 𝑗 ≥ BRev(𝐷))]
𝑗∉{0,𝑗 ∗ }

=

Õ

E𝑣 𝑗 ←𝐷 𝑗 [𝑣 𝑗 · Pr[∃ 𝑗 ′ ≠ 𝑗, 𝑣 𝑗 ′ > 𝑣 𝑗 ] · 𝐼 (𝑣 𝑗 ≥ BRev(𝐷))]

𝑗 >0

≤

Õ

E𝑣 𝑗 ←𝐷 𝑗 [SSRev(𝐷) · 𝐼 (𝑣 𝑗 ≥ SSRev(𝐷)]

𝑗 >0

≤ SSRev(𝐷) ·

Õ

Pr [𝑣 𝑗 ≥ SSRev(𝐷)]

𝑣 𝑗 ←𝐷 𝑗
𝑗 >0

≤ SSRev(𝐷).
Above, the first line is just the definition of TAIL. The second line observes that 𝑗 ∉ {0, 𝑗 ∗ } exactly
when there is some other 𝑗 ′ with larger value. The third line observes that for any 𝑝, we can set
price 𝑝 on all items. If any 𝑗 ′ ≠ 𝑗 has 𝑣 𝑗 ′ > 𝑝, then that item sells. 𝑣 𝑗 is one such possible price 𝑝,
and all 𝑣 𝑗 ′ are drawn independently of it, so SSRev(𝐷) is at least as good as the revenue of selling
only items ≠ 𝑗 at the same price 𝑣 𝑗 . The fourth line rewrites the expected value of an indicator
variable as a probability. The final line again just observes that this is exactly the revenue of setting
price SSRev(𝐷) on each item.
□
Next, we upper bound SPECIAL.
Lemma B.13. SPECIAL ≤ 2BRev(𝐷).
Proof. Observe that 𝑣 𝑗 ∗ ≥ 𝑣 𝑗 ∗ · 𝐼 (𝑣 𝑗 ∗ ≥ SSRev(𝐷)). Observe further that Corollary B.9 precisely
upper bounds E[𝑣 𝑗 ∗ ] (as 𝑉 ′ is exactly this random variable). The lemma statement now follows
immediately from these two facts.
□
Finally, we upper bound CORE. Recall that [5, 9] bound similar terms by connecting the variance
Í
Í
of 𝑗 𝑣 𝑗 to SRev. However, there is no (apparent) connection between the variance of 𝑗 𝑣 𝑗 and
SSRev, so instead we must take a different approach and appeal only to the fact that each 𝑣 𝑗 is an
independent random variable guaranteed to be ≤ SSRev(𝐷).
Proposition B.14. max{9SSRev(𝐷), 4BRev(𝐷)} ≥ CORE.
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Í
Proof. First, observe that 𝑗≠0 𝑣 𝑗 ·𝐼 (𝑣 𝑗 < SSRev(𝐷)) (when 𝑣® ← 𝐷 ′) is stochastically dominated
Í
Í
by 𝑗 min{𝑤 𝑗 , SSRev(𝐷)} (when 𝑤® ← 𝐷), which is stochastically dominated by 𝑗 𝑤 𝑗 (when
Í
𝑤® ← 𝐷). This means both that whenever 𝑗 min{𝑤 𝑗 , SSRev(𝐷)}
≥ 𝑝, the buyer would purchase
Í
the grand bundle at price 𝑝, and also that CORE
≤
E
[
min{𝑤
𝑗 , SSRev(𝐷)}]. We analyze
𝑤←𝐷
®
𝑗
Í
now this term, and refer to it as 𝐶 := E𝑤←𝐷
[
min{𝑤
,
SSRev(𝐷)}]
for
ease of notation.
𝑗
®
𝑗
Consider first the case that 9SSRev(𝐷) ≥ 𝐶 ≥ CORE. Then clearly the proposition holds.
Now consider the case that 9SSRev(𝐷) < 𝐶. In this case, we have a sum of independent random
variables, all bounded in [0, SSRev(𝐷)], whose expectation exceeds 9SSRev(𝐷). We may then use
a Chernoff bound to conclude that:14
Õ
2
Pr [ 𝑤 𝑗 ≥ 𝐶/3] ≥ 1 − 𝑒 −(2/3) ·(𝐶/SSRev(𝐷))/2 ≥ 1 − 𝑒 −2 .
𝑤←𝐷
®

𝑗

In particular, this means that we can set price 𝐶/3 on the grand bundle, and it will sell with
probability at least 1 − 𝑒 −2 , witnessing that BRev(𝐷) ≥ (1 − 𝑒 −2 ) · CORE/3 ≥ CORE/4.
□
This completes our analysis of the first term, and we now turn our attention to analyzing
′
′ [Rev(𝐷 |®
E𝑣®−0 ←𝐷 −0
0 𝑣 −0 )], and this part of the analysis is novel to our setting. To reason about this,
we first need to understand the distribution 𝐷 0′ |®
𝑣 −0 .
Lemma B.15. For all fixed 𝑣®−0 , the distribution 𝐷 0′ |®
𝑣 −0 is stochastically dominated by the distribution
> max 𝑗 >0 {𝑣 𝑗 }).

𝐷 0′ |(𝑣 0

Proof. We provide a proof in the case that each 𝐷 𝑗 is discrete. A proof when each 𝐷 𝑗 is continuous
follows an identical outline, but with more tedious notation (essentially just replace probabilities
with densities everywhere).
For a given 𝑣, let us first compute the probability of drawing 𝑣 (this is where it is convenient to
have discrete distributions, so that this is well-defined. Identical calculations would work with a
PDF instead, but require more tedious notation). We get:
Pr′

[𝑣 0 = 𝑣] =

𝑣0 ←𝐷 0 | 𝑣®−0

=

′ [𝑤 0 = 𝑣 ∧ 𝑤
Pr𝑤←𝐷
® −0 = 𝑣®−0 ]
®
′ [𝑤
Pr𝑤←𝐷
® −0 = 𝑣®−0 ]
®
Î
′
Pr𝑤0 ←𝐷 0 [𝑤 0 = 𝑣] · 𝑗 ≥1 Pr𝑤𝑗 ←𝐷 𝑗 |𝑤𝑗 <𝑣 [𝑤 𝑗 = 𝑣 𝑗 ]

.
′ [𝑤
Pr𝑤←𝐷
® −0 = 𝑣®−0 ]
®
The first line is just the definition of conditional probability. The second line observes that one
way to draw from 𝐷 ′ is to first draw 𝑤 0 , and then draw 𝑤 −0 (which draws each 𝑤 𝑗 independently,
conditioned on being < 𝑤 0 ).
Importantly, now observe that Pr𝑣0 ←𝐷 0′ | 𝑣®−0 [𝑣 0 = 𝑣] can be written as Pr𝑤0 ←𝐷 0′ [𝑤 0 = 𝑣] · 𝑔(𝑣, 𝑣®−0 ),
where 𝑔(𝑣, 𝑣®−0 ) is monotone decreasing in 𝑣, for all 𝑣®−0 . That is, as 𝑣 increases, the scaling factor for
the probability of seeing 𝑣 drawn from 𝐷 0′ |®
𝑣 −0 decreases. This intuitively makes sense, as for any
particular 𝑣 > 𝑣 ′, there are more 𝑣®−0 that are are consistent with 𝑣 0 = 𝑣 than 𝑣 0 = 𝑣 ′, so we should
be (at least weakly) more likely to have 𝑣 0 = 𝑣 ′ than 𝑣 0 = 𝑣, conditioned on 𝑣 −0 .
Now, let’s do the same calculations for Pr𝑣0 ←𝐷 0′ | (𝑣0 >max 𝑗 {𝑣 𝑗 }) [𝑣 0 = 𝑣]. In this case, it’s easy to see
that for all 𝑣 0 > max 𝑗 {𝑣 𝑗 }, that Pr𝑣0 ←𝐷 0′ | (𝑣0 >max 𝑗 {𝑣 𝑗 }) [𝑣 0 = 𝑣] = Pr𝑤0 ←𝐷 0′ [𝑤 0 = 𝑣]/Pr𝑤0 ←𝐷 0′ [𝑤 0 >
max 𝑗 {𝑣 𝑗 }]. Importantly, this is equal to Pr𝑤0 ←𝐷 0′ [𝑤 0 = 𝑣] times a constant scaling factor.
Taken together, this means that the two distributions have the same support (they are both supported on all 𝑣 > max 𝑗 ≥1 {𝑣 𝑗 }), and also that the ratio Pr𝑣0 ←𝐷 0′ | 𝑣®−0 [𝑣 0 = 𝑣]/Pr𝑣0 ←𝐷 0′ | (𝑣0 >max 𝑗 {𝑣 𝑗 }) [𝑣 0 =
𝑣] is monotonically decreasing. In particular, this implies that 1−𝐹𝐷 0′ | 𝑣®−0 (𝑣)) ≤ 1−𝐹𝐷 0′ | (𝑣0 >max 𝑗 {𝑣 𝑗 }) (𝑣)
14 After

normalizing so that all variables fall in [0, 1], this is the standard multiplicative Chernoff bound.
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(because the two distributions have the same support, and the total probability mass in each is one),
and therefore 𝐷 0′ |®
𝑣 −0 is stochastically dominated by 𝐷 0′ |(𝑣 0 > max 𝑗 {𝑣 𝑗 }).
□
′
′ [Rev(𝐷 |®
Now, we wish to upper bound the term E𝑣®−0 ←𝐷 −0
0 𝑣 −0 )] using Lemma B.15.
′
′ [Rev(𝐷 |®
Proposition B.16. E𝑣®−0 ←𝐷 −0
0 𝑣 −0 )] ≤ 2BRev(𝐷).
′
′
′ [Rev(𝐷 |®
′
Proof. First, we show that E𝑣®−0 ←𝐷 −0
0 𝑣 −0 )] ≤ E𝑣®−0 ←𝐷 −0 [Rev(𝐷 0 |𝑣 0 > max 𝑗 ≥1 {𝑣 𝑗 })]
′
using Lemma B.15. This follows because 𝐷 0 |(𝑣 0 > max 𝑗 ≥1 {𝑣 𝑗 }) stochastically dominates 𝐷 0′ |®
𝑣 −0 for
all 𝑣®−0 (and this implies that Rev(𝐷 0′ |𝑣 0 > max 𝑗 ≥1 {𝑣 𝑗 }) ≥ Rev(𝐷 0′ |®
𝑣 −0 ) pointwise).15
′ . First, draw 𝑤 ← 𝐷 ′ , and then
Now, consider the following procedure to draw 𝑣®−0 from 𝐷 −0
0
0
′
draw 𝑣®−0 from 𝐷 −0 conditioned on 𝑤 0 . Recall first that 𝑤 0 can be drawn by first drawing 𝑤 𝑗 ← 𝐷 𝑗
independently, and then setting 𝑤 0 := max 𝑗 {𝑤 𝑗 }. Recall also that, conditioned on 𝑤 0 , 𝑣®−0 is
distributed according to a product distribution, where each 𝑣 𝑗 is drawn from 𝐷 𝑗 conditioned on
𝑣 𝑗 < 𝑤0.
But now, observe that max 𝑗 ≥1 {𝑣 𝑗 }, where each 𝑣 𝑗 is drawn independently from 𝐷 𝑗 conditioned
on 𝑣 𝑗 < 𝑤 0 , is exactly the distribution 𝑣 0 drawn from 𝐷 0′ , but conditioned on 𝑣 0 < 𝑤 0 (because 𝑣 0 is
′
′ [Rev(𝐷 |𝑣 0 > max 𝑗 ≥1 {𝑣 𝑗 })] =
exactly set to max 𝑗 {𝑣 𝑗 }). Therefore, we have that in fact: E𝑣®−0 ←𝐷 −0
0
′
′
E𝑤0 ←𝐷 0′ ,𝑤0′ ←𝐷 0′ |𝑤0′ <𝑤0 [Rev(𝐷 0 |𝑣 0 > 𝑤 0 )].
Finally, consider instead letting 𝑤 0 be the maximum of two independent draws from 𝐷 0′ , instead
of a single draw. This only makes 𝑤 0 bigger (in a stochastically dominating manner), which
therefore increases 𝑤 0′ (again, in a stochastically dominating manner), which therefore increases
Rev(𝐷 0′ |𝑣 0 > 𝑤 0′ ). Therefore, we can conclude the following chain of equalities:
′
′
′ [Rev(𝐷 |®
′ [Rev(𝐷 |(𝑣 0 > max {𝑣 𝑗 })]
E𝑣®−0 ←𝐷 −0
0 𝑣 −0 )] ≤ E𝑣®−0 ←𝐷 −0
0
𝑗 >0

= E𝑤0 ←𝐷 0′ ,𝑤0′ ←𝐷 0′ |𝑤0′ <𝑤0 [Rev(𝐷 0′ |𝑣 0 > 𝑤 0′ )]
≤ E𝑤0 ←𝐷 0′ ,𝑤0′ ←𝐷 0′ [Rev(𝐷 0′ |𝑣 0 > min{𝑤 0, 𝑤 0′ })].
The first line follows from Lemma B.15. The second follows from the previous paragraphs discussing
another valid procedure to draw max 𝑗 >0 {𝑣 𝑗 }. The third follows by the immediately preceding
paragraph.
Now, we just need to bound E𝑤0 ←𝐷 0′ ,𝑤0′ ←𝐷 0′ [Rev(𝐷 0′ |𝑣 0 > min{𝑤 0, 𝑤 0′ })]. We claim, however,
that this is simply the expected revenue of some truthful auction (in fact, Ronen’s auction [45])
for two bidders drawn from 𝐷 0′ independently. Indeed, consider the auction that solicits a bid
𝑏 1, 𝑏 2 from the two bidders, and then sets the optimal reserve for 𝐷 0′ |𝑣 0 > 𝑏𝑖 to bidder 3 − 𝑖. This
auction is clearly truthful, and sells the item only to the highest bidder (if at all). In addition,
the revenue achieved from the highest bidder is exactly Rev(𝐷 0′ |𝑣 0 > min{𝑏 1, 𝑏 2 }). Therefore,
E𝑤0 ←𝐷 0′ ,𝑤0′ ←𝐷 0′ [Rev(𝐷 0′ |𝑣 0 > min{𝑤 0, 𝑤 0′ })] is the expected revenue of a truthful auction for two
′
′
bidders drawn from 𝐷 0′ , and
Í is therefore at most twice Rev(𝐷 0 ). Finally, observe that Rev(𝐷 0 ) ≤
BRev(𝐷) (this follows as 𝑗 𝑣 𝑗 stochastically dominates max 𝑗 {𝑣 𝑗 } when 𝑣® ← 𝐷. The former is the
value of a bidder drawn from 𝐷 for the grand bundle, the latter is the value of a bidder drawn from
𝐷 0′ ). So we may further conclude that:
E𝑤0 ←𝐷 0′ ,𝑤0′ ←𝐷 0′ [Rev(𝐷 0′ |𝑣 0 > min{𝑤 0, 𝑤 0′ })] ≤ 2BRev(𝐷),
which completes the proof.

□

And now, we can wrap up the proof of Theorem 3.2.
follows from revenue monotonicity. To quickly see this, consider setting the revenue-optimal price for 𝐷 0′ | 𝑣®−0 on
distribution 𝐷 0′ | (𝑣0 > max 𝑗 ≥1 {𝑣 𝑗 }). The item sells with (weakly) greater probability, so the revenue is larger.

15 This

Submission 150

22

Proof of Theorem 3.2. We get the following chain of inequalities, by Proposition B.2 (line one),
Corollary B.11 (line two), and Lemma B.12 and Lemma B.13 and Proposition B.14 and Proposition B.16 (line three)
1
2
SymRev(𝐷) ≤
· Rev(𝐷 ′) +
· BRev(𝐷)
1−𝜀
𝜀 (1 − 𝜀)


2
1
′
′ [Rev(𝐷 |®
≤
· TAIL + SPECIAL + CORE + E𝑣®−0 ←𝐷 −0
· BRev(𝐷)
0 𝑣 −0 )] +
1−𝜀
𝜀 (1 − 𝜀)
1
· (SSRev(𝐷) + 2BRev(𝐷) + max{9SSRev(𝐷), 4BRev(𝐷)})
≤
1−𝜀
2
2
+
· BRev(𝐷) +
· BRev(𝐷)
1−𝜀
𝜀 (1 − 𝜀)
Setting 𝜀 = 1/2 we get:
SymRev(𝐷) ≤ 20SSRev(𝐷) + 24BRev(𝐷).
□
C

ALTERNATIVE PROOF VIA DUALITY

In Section 3, we proved our main result, namely that BRev is a constant factor approximation to
SymRev. In this section, we provide an alternative proof based on the [9] duality framework (for
the case when the distribution of the bidder’s maximum value for the items is regular). We then
also overview a naive attempt at applying their framework (using their “canonical flow”), which
helps provide intuition for our analysis.
Theorem C.1. Let 𝐷 be any additive single-bidder distribution. Let 𝐷 ′ be their modified distribution
that ensures that the maximum-value item is always in the same coordinate (0) as per Definition B.1.
If 𝐷 0′ is regular,
SymRev(𝐷) ≤ max{18SSRev(𝐷), 4BRev(𝐷)} + 2SSRev(𝐷) + 10BRev(𝐷)
Finite-Support vs. Continuous Distributions. Our proof of Theorem C.1 in this section makes
use of the [9] framework, which is designed for finite-support distributions. However, results in
their framework also apply to continuous distributions (see [9, Section 2]). In our analysis, we will
often compare two values drawn independently, and it will be convenient to break ties arbitrarily,
but consistently. To be extra formal, whenever a single value 𝑣 is drawn from a distribution labeled
with a parameter 𝑗, we will formally draw a tuple (𝑣, 𝑗). Whenever we compare two values, we say
that (𝑣, 𝑗) < (𝑣 ′, 𝑗 ′) if 𝑣 < 𝑣 ′, or 𝑣 = 𝑣 ′ and 𝑗 < 𝑗 ′. Importantly, note that this parameter is attached
at the time 𝑣 is drawn from 𝐷 𝑗 . This could be achieved alternatively by picking a sufficiently small
𝜀 → 0 and adding 𝑗𝜀 to any value drawn from a distribution with parameter 𝑗. Importantly, observe
that this means that any two values drawn from different distributions are never equal.
C.1

Brief Overview of [9]

We first provide the minimum preliminaries necessary to apply the [9] framework. The main
concept in their framework is that of a flow, and a corresponding virtual valuation function. We
specialize all definitions/theorems from their work to our setting (and refer the reader to [9] for
the general statements).
Definition C.2 (Flow). For a single-bidder distribution 𝐷, supported on some set 𝑇 ⊆ R𝑚
≥0 of
possible types, a flow 𝜆(·, ·) defines a variable 𝜆(®
𝑣 , 𝑣®′) ≥ 0 for all 𝑡, 𝑡 ′ ∈ 𝑇 .
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A flow is useful if for all 𝑣® ∈ 𝑇 : 𝑓 (®
𝑣) +

Í

𝑣®′

𝜆(®
𝑣 ′, 𝑣®) ≥

Í

𝑣®′

𝜆(®
𝑣 , 𝑣®′).

To help parse this definition, one can interpret 𝜆(®
𝑣 , 𝑣®′) as “the flow going from 𝑡 to 𝑡 ′.” A flow is
then useful if the flow into 𝑣® (including additional flow 𝑓 (®
𝑣 ) from some “super source”) is at least
the flow out of 𝑣®, for all 𝑣®.
Definition C.3 (Virtual Valuation Function). For a useful flow 𝜆, define the virtual valuation
function Φ𝜆 (·) associated with 𝜆 to satisfy the following for all 𝑗:
Í
Φ𝜆𝑗 (®
𝑣)

:= 𝑣 𝑗 −

′
𝑣®′ (𝑣 𝑗

− 𝑣 𝑗 )𝜆(®
𝑣 ′, 𝑣®)
𝑓 (®
𝑣)

.

The main result of [9] is a framework for upper bounding terms like Rev(𝐷), SymRev(𝐷), etc. via
useful flows.
Theorem C.4 ([9]). Let 𝜆 be a useful flow. Then for all truthful mechanisms 𝑀:
Õ



𝜆
.
Rev𝑀 (𝐷) ≤ E𝑣®←𝐷 
𝜋𝑀
(®
𝑣
)
·
Φ
(®
𝑣
)
𝑗
𝑗

 𝑗 ∈ [𝑚]



Typically,
hÍ applications of this
i theorem proceed by finding a useful flow, and then upper bounding
𝑀
𝜆
E𝑣®←𝐷
𝑣 ) · Φ 𝑗 (®
𝑣 ) for any not necessarily truthful mechanism 𝑀. That is, a good choice
𝑗 ∈ [𝑚] 𝜋 𝑗 (®
of 𝜆 absolves the analysis from directly reasoning about incentives. In our setting, we will hope to
leverage that 𝑀 is symmetric.
Finally, a key concept that we leverage is the Myerson virtual value theory for single-item
auctions. Below, for a discrete single-variable distribution 𝐷, 𝑠 𝐷 (𝑣) denotes the successor of 𝑣 in
the support of 𝐷: the minimum value 𝑣 ′ in the support of 𝐷 such that 𝑣 ′ > 𝑣. If no such 𝑣 ′ exists,
define 𝑠 𝐷 (𝑣) := 𝑣 + 1.
Definition C.5 (Myersonian virtual value [42]). For a single-dimensional distribution 𝐷, we denote
𝐷
·(𝑠 𝐷 (𝑣)−𝑣)
by 𝜑 𝐷 (𝑣) := 𝑣 − (1−𝐹 (𝑣))
.
𝑓 𝐷 (𝑣)
Theorem C.6 ([42]). For any truthful 𝑛-bidder single-item mechanism 𝑀 and any single-item
distribution 𝐷, its expected revenue equals its expected Myersonian virtual welfare. That is:
Õ



Rev𝑀 (𝐷) = E𝑣®←𝐷 
𝑥𝑖 (®
𝑣 ) · 𝜑 𝐷𝑖 (𝑣𝑖 )  .
𝑖 ∈ [𝑛]



C.2

A Failed Attempt: the CDW Canonical Flow

In order to get a sense of the technical challenges, we begin by overviewing a natural first attempt. [9]
gives a canonical flow for a single bidder with independent items, that induces a particular virtual
valuation function. For simplicity of notation below, we let 𝑅 𝑗 denote the set of 𝑚-dimensional
vectors for which 𝑣 𝑗 > 𝑣 𝑗 ′ for all 𝑗 ′ ≠ 𝑗 (tie-breaking as defined in Section 2).
Theorem C.7 ([9]). When 𝐷 is an additive single-bidder distribution over any number of independent items, there exists a useful flow 𝜆 such that Φ𝜆𝑗 (®
𝑣 ) = 𝑣 𝑗 · I(®
𝑣 ∉ 𝑅 𝑗 ) + 𝜑 𝐷 𝑗 (𝑣 𝑗 ) · I(®
𝑣 ∈ 𝑅 𝑗 ).
In particular, this implies the following upper bound on SymRev(𝐷):
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Corollary C.8. When 𝐷 is an additive single-bidder distribution over any number of independent
items:

Õ








𝐷𝑗

SymRev(𝐷) ≤
max
E𝑣®←𝐷 
I(®
𝑣 ∈ 𝑅 𝑗 ) · 𝜑 (𝑣 𝑗 ) · 𝑥 𝑗 (®
𝑣 ) 
(SymSingle)
𝑀, 𝑀 is symmetric 


 𝑗 ∈ [𝑚]





Õ









+
max
E𝑣®←𝐷 
I(®
𝑣 ∉ 𝑅 𝑗 ) · 𝑣 𝑗 · 𝑥 𝑗 (®
𝑣 ) 
(SymNon-dominant)
𝑀, 𝑀 is symmetric 


 𝑗 ∈ [𝑚]




Importantly, note above that we are not restricting 𝑀 to be truthful, just that it has a symmetric allocation rule. The [9] proof that 6 max{SRev(𝐷), BRev(𝐷)} ≥ Rev(𝐷) indeed proceeds
through this flow. They instead observe that Rev(𝐷) ≤ Single + Non-dominant (Single and
Non-dominant are defined analogously to SymSingle and SymNon-dominant above, but without
restricting 𝑀 to be symmetric). They establish that Single ≤ SRev(𝐷) by appealing to Myersonian
virtual value theory, and also that Non-dominant ≤ 5 max{SRev(𝐷), BRev(𝐷)}.
In our setting, it is not too hard to establish that SymNon-dominant = 𝑂 (max{SSRev(𝐷), BRev(𝐷)}),
using ideas similar to those in [9]. The barrier to a successful analysis turns out to be SymSingle.
Consider the following example:
Example C.9. Let 𝐷𝑖 sample 2𝑖 with probability 2−𝑖 , and 0 with probability 1 − 2−𝑖 . [31] establishes
that for this distribution BRev(𝐷) ≤ 4. On the other hand, a symmetric allocation rule achieves
SymSingle = Ω(𝑚).
To see this, consider the rule that awards item 𝑗 if and only if 𝑣 𝑗 > 0. This rule is clearly symmetric.
Also, for all 𝑗, with probability at least 2−𝑗−1 : 𝑣® ∈ 𝑅 𝑗 and 𝑣 𝑗 = 2 𝑗 . 𝜑 𝐷 𝑗 (2 𝑗 ) = 2 𝑗 , and therefore we
Í
−𝑗−1 · 2 𝑗 = 𝑚/2.
get that SymSingle ≥ 𝑚
𝑗=1 2
Example C.9 does not necessarily mean that the CDW canonical flow is doomed, but it does mean
that in order to possibly leverage it for analysis, we would need to directly invoke truthfulness of
𝑀 (which in some sense defeats the purpose of the CDW framework).
Intuitively, the problem is that SymSingle is too big. The CDW canonical flow can’t possibly
shrink Φ𝜆𝑗 (®
𝑣 ) to be smaller than 𝜑 𝐷 𝑗 (𝑣 𝑗 ), but this is already too big. Our new flow directly leverages
the fact that 𝑀 must be symmetric in order to yield smaller virtual valuation functions.
C.3

A New Flow, and Proof of Theorem C.1

To prove Theorem C.1, we’ll consider the same modified distribution 𝐷 ′ from Definition B.1. The
main task of this section is to upper bound Rev(𝐷 ′), and this is where we design a new flow. It is
still inspired by the CDW canonical flow, modified to accommodate that 0 is always the “dominant
item,” and that 𝐷 ′ is not a product distribution. Our flow will apply to any distribution “like 𝐷 ′,”
which we formally define below.
Definition C.10 (Dominant Item). Item 𝑗 is a dominant item for a distribution 𝐷 over R𝑘 if:
• With probability 1, 𝑣 𝑗 > 𝑣 ℓ for all ℓ ≠ 𝑗 (breaking ties as defined in Section 2).
′
• For all 𝑣 𝑗 > 𝑣 ′𝑗 , let 𝑣®−𝑗 denote a draw from the distribution 𝐷 −𝑗 conditioned on 𝑣 𝑗 , and let 𝑣®−𝑗
′ can be coupled
denote a draw from the distribution 𝐷 −𝑗 conditioned on 𝑣 ′𝑗 . Then 𝑣®−𝑗 and 𝑣®−𝑗
′
so that with probability one: 𝑣 ℓ ≥ 𝑣 ℓ for all ℓ ≠ 𝑗.
Intuitively, item 𝑗 is dominant when it is always the dominant item, and other item values are
positively correlated (in a particular way) with 𝑣 𝑗 . We first observe that item 0 is always dominant
for 𝐷 ′.
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Lemma C.11. Item 0 is dominant for any modified distribution.
Proof of Lemma C.11. The proof of Lemma C.11 follows from two steps. First, we give another
class of distributions that all have dominant items, and then show that every modified distribution
is in this class.
Definition C.12 (Conditionally Independent). A distribution 𝐷 over R𝑘 is conditionally independent
with respect to item 𝑗 if:
• With probability 1, 𝑣 𝑗 > 𝑣 ℓ for all ℓ ≠ 𝑗 (breaking ties as discussed in Section 2).
• For all 𝑣 𝑗 , the distribution of 𝑣®−𝑗 conditioned on 𝑣 𝑗 is a product distribution.
• For all 𝑣 𝑗 > 𝑣 ′𝑗 , and all ℓ ≠ 𝑗, the distribution of 𝑣 ℓ conditioned on 𝑣 𝑗 stochastically dominates
the distribution of 𝑣 ℓ conditioned on 𝑣 ′𝑗 .
Lemma C.13. If 𝐷 is conditionally independent with respect to item 𝑗, then item 𝑗 is dominant for
𝐷.
Proof. Because the distribution of 𝑣 ℓ conditioned on 𝑣 𝑗 stochastically dominates the distribution
of 𝑣 ℓ conditioned on 𝑣 ′𝑗 , they can be coupled so that 𝑣 ℓ ≥ 𝑣 ℓ′ with probability one. Because all items
are independent, conditioned on 𝑣 𝑗 , simply take the product of these couplings to form a coupling
′ .
of 𝑣®−𝑗 and 𝑣®−𝑗
□
Now, we simply observe that all modified distributions are conditionally independent with respect
to item 0. To see this, observe first that indeed item 0 is always the dominant item. Next, observe
that conditioned on 𝑣 0 , all items 𝑣 𝑗 are drawn from 𝐷 𝑗 conditioned on 𝑣 𝑗 < 𝑣 0 independently. This
proves bullet two. Finally, observe that if 𝑣 0 > 𝑣 0′ , then the distribution 𝐷 𝑗 conditioned on 𝑣 𝑗 < 𝑣 0
stochastically dominates the distribution 𝐷 𝑗 conditioned on 𝑣 𝑗 < 𝑣 0′ , satisfying bullet three.
□
Now, we design a flow that applies to any distribution with a dominant item. We present the
flow in two steps. We’ll use the following notation:
• 𝑉𝑗 denotes the possible values the bidder might have for item 𝑗 (observe that this is the
support of 𝐷 𝑗 — we phrase it this way to emphasize that 𝐷 is not necessarily a product
distribution), and use the notation Pred𝑉 (𝑣) to denote the maximum element in 𝑉 that is
< 𝑣. If no such element exists, let Pred𝑉 (𝑣) := ⊥.
• 𝐹 𝑗 still denotes the CDF for 𝐷 𝑗 (which is still the marginal distribution for 𝑣 𝑗 , even though 𝐷
is not necessarily a product distribution), and 𝑓 𝑗 (𝑣) still denotes Pr𝑣 𝑗 ←𝐷 𝑗 [𝑣 𝑗 = 𝑣].
• When 𝐷 has a dominant item 𝑗, let 𝑔𝑣 𝑗 (®
𝑣 −𝑗 ) be the coupling promised between 𝑣 𝑗 and
Pred𝑉𝑗 (𝑣 𝑗 ).16 That is:
– When 𝑣®−𝑗 is drawn from 𝐷 −𝑗 , conditioned on 𝑣 𝑗 , 𝑔𝑣 𝑗 (®
𝑣 −𝑗 ) is a proper sample from 𝐷 −𝑗 ,
𝑉
𝑗
conditioned on Pred (𝑣 𝑗 ).
– For all ℓ ≠ 𝑗, 𝑣®−𝑗 , 𝑣 ℓ ≥ (𝑔𝑣 𝑗 (®
𝑣 −𝑗 ))ℓ .
Definition C.14 (Symmetric Canonical Flow). Let 𝑗 be a dominant item for distribution 𝐷. Let 𝜆 ∗
denote the flow such that for all 𝑣®:
• If Pred𝑉𝑗 (𝑣 𝑗 ) = ⊥, 𝜆 ∗ (®
𝑣 , 𝑣®′) = 0 for all 𝑣®′.
• Otherwise, 𝜆 ∗ (®
𝑣 , ((Pred𝑉𝑗 (𝑣 𝑗 ); 𝑔𝑣 𝑗 (®
𝑣 −𝑗 ))) = 𝑓 (®
𝑣) ·
′
other 𝑣® .
16 Because
17 If 𝑔 𝑣 𝑗

(1−𝐹 𝑗 (Pred𝑉 𝑗 (𝑣 𝑗 ))) 17
,
𝑓 𝑗 (𝑣 𝑗 )

distributions have finite support, this coupling may be randomized/fractional.
( 𝑣®−𝑗 ) is randomized/fractional, the flow is sent proportionally.

and 𝜆 ∗ (®
𝑣 , 𝑣®′) = 0 for all

Submission 150

26

Intuitively, flow goes from types with strictly higher 𝑣 𝑗 to types with strictly lower 𝑣 𝑗 , and from
weakly higher 𝑣 ℓ to weakly lower 𝑣 ℓ for all ℓ ≠ 𝑗. These are the two key properties used in the
analysis. First, let’s confirm that 𝜆 ∗ is indeed a useful flow.
Proposition C.15. When 𝑗 is a dominant item for 𝐷, 𝜆 ∗ is a useful flow.
Proof. We’ve already explicitly defined how much flow leaves 𝑣®, for all 𝑣®, so we just need to
compute how much flow enters.
To compute this, refer to level 𝑣 as the set of all 𝑣® such that 𝑣 𝑗 = 𝑣. For simplicity of notation for
the rest of this proof, for a fixed 𝑣 𝑗 let 𝑣 ′𝑗 be such that Pred𝑉𝑗 (𝑣 ′𝑗 ) = 𝑣 𝑗 . Observe that for all 𝑣® the
same level, that the term

1−𝐹 𝑗 (Pred𝑉 𝑗 (𝑣 𝑗 ))
𝑓 𝑗 (𝑣 𝑗 )

is the same. This means that the total flow into 𝑣® is just

1−𝐹 𝑗 (𝑣 𝑗 )
𝑓 𝑗 (𝑣′𝑗 ) .
′
′ ) = 𝑣® .
In order for 𝑣®′ to send flow into 𝑣®, it must be that 𝑣 𝑗 = Pred𝑉𝑗 (𝑣 ′𝑗 ), and also that 𝑔𝑣 𝑗 (®
𝑣 −𝑗
−𝑗
′
𝑣𝑗
′
Recall that 𝑔 (·) is a coupling between 𝐷 −𝑗 conditioned on 𝑣 𝑗 and 𝐷 −𝑗 conditioned on 𝑣 𝑗 . Observe
𝑓 ( 𝑣®)
also that the probability that 𝑣®−𝑗 is drawn from 𝐷 −𝑗 conditioned on 𝑣 𝑗 is exactly 𝑓 𝑗 (𝑣 𝑗 ) . Therefore,
𝑓 ( 𝑣®)
it must be the case that the total mass of types that send flow into 𝑣® is also a 𝑓 𝑗 (𝑣 𝑗 ) fraction of the
𝑓 𝑗 (𝑣 ′𝑗 ) mass of nodes at level 𝑣 ′𝑗 . Therefore, we conclude that the total mass of types sending flow
𝑓 ( 𝑣®) ·𝑓 𝑗 (𝑣′ )
𝑓 ( 𝑣®) ·𝑓 𝑗 (𝑣′ ) 1−𝐹 𝑗 (𝑣 𝑗 )
1−𝐹 ( 𝑣®)
into 𝑣® is 𝑓 𝑗 (𝑣 𝑗 ) 𝑗 , and therefore the total flow into 𝑣® is 𝑓 𝑗 (𝑣 𝑗 ) 𝑗 · 𝑓 𝑗 (𝑣
= 𝑓 (®
𝑣 ) · 𝑓 𝑗 (𝑗𝑣®) .
′)
𝑗

the total mass of types that send flow into 𝑣®, scaled by

Finally, we observe simply that the total flow in, plus 𝑓 (®
𝑣 ), is equal to the total flow out:
𝑓 (®
𝑣 ) + 𝑓 (®
𝑣) ·

1 − 𝐹 𝑗 (𝑣 𝑗 )
1 − 𝐹 𝑗 (𝑣 𝑗 ) + 𝑓 𝑗 (𝑣 𝑗 )
1 − 𝐹 𝑗 (Pred𝑉𝑗 (𝑣 𝑗 ))
= 𝑓 (®
𝑣) ·
= 𝑓 (®
𝑣) ·
.
𝑓 𝑗 (𝑣 𝑗 )
𝑓 𝑗 (𝑣 𝑗 )
𝑓 𝑗 (𝑣 𝑗 )
□

Next, we compute the associated virtual valuations for 𝜆 ∗ .
Proposition C.16. Let 𝑗 be a dominant item for 𝐷. Then for all 𝑣®, and all ℓ ≠ 𝑗:
∗

• Φ𝜆𝑗 (®
𝑣 ) = 𝜑 𝐷 𝑗 (𝑣 𝑗 ).
∗
𝜆
• Φℓ (®
𝑣 ) ≤ 𝑣ℓ .
Proof. To see the first bullet, observe that for all 𝑣®′, if 𝜆 ∗ (®
𝑣 ′, 𝑣®) > 0, then 𝑣 ′𝑗 = 𝑠 𝐷 𝑗 (𝑣 𝑗 ). Because
the total flow into 𝑣® is 𝑓 (®
𝑣) ·
∗

Φ𝜆𝑗 (®
𝑣) = 𝑣 𝑗 −

1−𝐹 𝑗 (𝑣 𝑗 )
𝑓 𝑗 (𝑣 𝑗 ) ,

this means that we have:

𝑓 (®
𝑣 ) · (1 − 𝐹 𝑗 (𝑣 𝑗 )) · (𝑠 𝐷 𝑗 (𝑣 𝑗 ) − 𝑣 𝑗 ) (1 − 𝐹 𝑗 (𝑣 𝑗 )) · (𝑠 𝐷 𝑗 (𝑣 𝑗 ) − 𝑣 𝑗 )
=
= 𝜑 𝐷 𝑗 (𝑣 𝑗 ).
𝑓 𝑗 (𝑣 𝑗 )
𝑓 𝑗 (𝑣 𝑗 ) · 𝑓 (®
𝑣)

To see the second bullet, simply observe that for all 𝑣®′ and all ℓ ≠ 𝑗: if 𝜆 ∗ (®
𝑣 ′, 𝑣®) > 0, then 𝑣 ℓ′ ≥ 𝑣 ℓ
∗
(by definition of dominant item). This means that 𝑣 ℓ′ − 𝑣 ℓ ≥ 0, and therefore Φ𝜆ℓ (®
𝑣 ) ≤ 𝑣ℓ .
□
This completes the analysis of our symmetric canonical flow. We observe that this canonical flow
induces virtual values such that: (1) the virtual value of each bidder for all of their non-dominant
items is at most their value, while (2) the virtual value for their dominant item zero is exactly
the Myersonian virtual value of the value of the dominant item. We can now rewrite the following as:
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E𝑣®←𝐷 [𝑝 (®
𝑣 )] ≤ E𝑣®←𝐷 [𝜋 (®
𝑣 ) · Φ𝜆 (®
𝑣 )]
Õ
≤ E𝑣®←𝐷 [
𝜋 𝑗 (®
𝑣 ) · (𝑣 𝑗 · I[ 𝑗 ≠ 0] + 𝜑 𝐷 0′ (𝑣 0 ) · I[ 𝑗 = 0])]
𝑗 ≥0

≤ E𝑣®←𝐷 [

Õ

𝜋 𝑗 (®
𝑣 ) · 𝑣 𝑗 ] + E𝑣®←𝐷 [𝜋 0 (®
𝑣 ) · 𝜑 𝐷 0′ (𝑣 0 )]

𝑗 ≥1

C.4

An improved bound for Regular distributions

For each type of the bidder, we have defined a flow. We have shown that this flow induces a virtual
valuation function such that the bidder’s virtual value for all non-dominant items is at most their
value for those items, and their virtual value for their dominant item is the Myersonian virtual
value of the highest value item. For the non-dominant items, the social welfare is a trivial upper
bound for revenue. To get a better bound with our flow, we take the dominant item with value 𝑣 0
that contributes the most to the welfare, and turn its virtual value into its Myersonian virtual value.
Recall that for any additive single-bidder distribution 𝐷, their modified distribution 𝐷 ′ ensures that
the maximum-value item is always in the same coordinate (0) as per Definition B.1.
Observation 6. E𝑣®←𝐷 [𝜋0 (®
𝑣 ) · 𝜑 𝐷 0′ (𝑣 0 )] ≤ E𝑣®←𝐷 [max{𝜑 𝐷 0′ (𝑣 0 ), 0}]
This holds since max{𝜑 𝐷 0′ (𝑣 0 ), 0} stochastically dominates 𝜑 𝐷 0′ (𝑣 0 ). Let the allocation probability
be 1 when 𝜑 is positive, and 0 when it’s negative. The observation follows.
Observation 7. When 𝐷 0′ is regular, selling only the favorite item gets expected revenue of
E𝑣®←𝐷 [max{𝜑 𝐷 0′ (𝑣 0 ), 0}].
Proof. Myerson’s theorem (expected revenue equals expected virtual surplus) states that maximizing revenue in expectation is equivalent to maximizing virtual surplus in expectation. When
𝐷 0′ is regular, consider the auction that sets a price of 𝑝 := 𝜑 𝐷−1′ (0), and awards the item only to
0
the bidder when their value for the item (drawn from 𝐷 0′ ) exceeds this. Then the expected virtual
surplus of this auction is exactly E𝑣®←𝐷 [max{𝜑 𝐷 0′ (𝑣 0 ), 0}].
In our setting, consider the auction which sets a price of 𝑝, and allows the bidder to pick any
single item to purchase at price 𝑝. The buyer with values 𝑣® will purchase an item if and only if
𝑣 0 ≥ 𝑝, and 𝑣 0 is drawn from 𝐷 0′ . Therefore, selling only the favorite item gets expected revenue
E𝑣®←𝐷 [max{𝜑 𝐷 0′ (𝑣 0 ), 0}].
□
Lemma C.17. When 𝐷 0′ is regular, E𝑣®←𝐷 [max{𝜑 𝐷 0′ (𝑣 0 ), 0}] ≤ BRev(𝐷) .
Proof. By Observation 7, we know that E𝑣®←𝐷 [max{𝜑 𝐷 0′ (𝑣 0 ), 0}] can be achieved by setting
some price 𝑝 and letting the buyer purchase a single item at price 𝑝. Consider instead setting
the same price 𝑝 but letting the buyer purchase the
Í grand bundle of all items. Then the expected
revenue of this mechanism can only be larger, as 𝑗 𝑣 𝑗 stochastically dominates max 𝑗 {𝑣 𝑗 }.
□
This completes our analysis of the dominant item. For the non-dominant items, we need to
further decompose into two terms we call CORE and TAIL. Define 𝑟 = SSRev(𝐷).
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E𝑣®←𝐷 [

Õ

𝜋 𝑗 (®
𝑣 ) · 𝑣 𝑗 ] ≤ E𝑣®←𝐷 [

𝑗≠0

Õ

𝑣𝑗]

𝑗≠0

= E𝑣®←𝐷 [

Õ

𝑣 𝑗 · I(𝑣 𝑗 ≥ SSRev(𝐷))]

(TAIL)

𝑣 𝑗 · I(𝑣 𝑗 < SSRev(𝐷))]

(CORE).

𝑗≠0

+ E𝑣®←𝐷 [

Õ
𝑗≠0

The term TAIL above captures contributions to the bound coming from non-dominant items
whose value is at least SSRev(𝐷).
Lemma C.18. TAIL ≤ SSRev(𝐷).
Proof.
TAIL = E𝑣®←𝐷 ′ [

Õ

𝑣 𝑗 · I(𝑣 𝑗 ≥ BRev(𝐷))]

𝑗≠0

≤

Õ

E𝑣 𝑗 ←𝐷 𝑗 [SSRev(𝐷) · I(𝑣 𝑗 ≥ SSRev(𝐷)]

𝑗 >0

≤ SSRev(𝐷) ·

Õ

Pr [𝑣 𝑗 ≥ SSRev(𝐷)]

𝑣 𝑗 ←𝐷 𝑗
𝑗 >0

≤ max{𝑞 ·

Õ

Pr [𝑣 𝑗 ≥ 𝑞]}

𝑣 𝑗 ←𝐷 𝑗

𝑞
𝑗 >0

= SSRev(𝐷).
□
Above, the first line is just the definition of TAIL. The second line observes that for any 𝑝, we
can set price 𝑝 on all items. Any item with value at least 𝑝 sells. In particular, for 𝑝 = 𝑣 𝑗 , we find
that SSRev(𝐷) is at least as good as the revenue of selling only item ≠ 𝑗 at the same price 𝑣 𝑗 . The
third line rewrites the expected value of an indicator variable as a probability. The fourth line again
just observes that this is exactly the revenue of setting price SSRev(𝐷) on each item. The last line
follows from the definition of SSRev(𝐷). This completes our analysis of the term TAIL.
The term CORE captures contributions to the bound coming from non-dominant items whose
value is at most SSRev(𝐷). The idea is that CORE is the expected sum of independent random
variables, each supported on [0, SSRev(𝐷)]. So maybe CORE ≤ 12SSRev(𝐷), which makes this
bound trivial. Or, maybe CORE > 12SSRev(𝐷), in which case this should concentrate. In the latter
case, we should expect to have CORE ≤ 3BRev(𝐷), which also works out.
Definition C.19
Í (Chernoff bound). Let 𝑋 1, 𝑋 2, . . . , 𝑋𝑛 be random variables such that 0 ≤ 𝑋𝑖 ≤ 1 for
all 𝑖. Let 𝑋 = 𝑖 𝑋𝑖 and let 𝜇 = 𝐸 (𝑋 ). Then, for all 0 < 𝛿 < 1:
𝑃𝑟 [𝑋 ≤ (1 − 𝛿)𝜇) ≤ 𝑒 −
Observation 8. Pr𝑣®←𝐷 [

Í

𝑗

𝑣 𝑗 > (1 − 𝛿)CORE] ≥ 𝑒 −

𝛿2
6

𝛿2𝜇
2

when CORE ≥ 12SSRev(𝐷)

Proof. We observe that CORE is the expected sum of independent random variables supÍ
Í
𝑌𝑗
CORE
ported on [0, SSRev(𝐷)]. We define 𝜇 = SSRev(𝐷)
= 𝐸 [ 𝑗 SSRev(𝐷)
] = 𝐸 [ 𝑗 𝑋 𝑗 ]. This gives
Í
𝐶𝑂𝑅𝐸
𝐸 [𝑋 ] = 𝜇 = SSRev(𝐷)
and 𝐸 [𝑌 ] = 𝐸 [ 𝑗 𝑣 𝑗 ] = 𝐶𝑂𝑅𝐸 = 𝜇 · SSRev(𝐷). In the case where
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CORE ≤ 𝑘SSRev(𝐷), for some constant 𝑘, our bound is trivially true. For the other case where
CORE > 𝑘SSRev(𝐷), we get 𝜇 ≥ 𝑘 and Chernoff bounds give: Pr[𝑋 ≤ (1 − 𝛿)𝜇) ≤ 𝑒 −

𝛿2𝜇
2

Pr[𝑋 ≤ (1 − 𝛿)𝜇] = Pr[𝑌 ≤ SSRev(𝐷) · (1 − 𝛿)𝜇]
= Pr[𝑌 ≤ (1 − 𝛿)CORE]
Õ
= Pr [ 𝑣 𝑗 ≤ (1 − 𝛿)CORE]
𝑣®←𝐷

𝑗

𝛿2𝜇
Í
𝛿2
𝛿 2𝑘
We now plug in the value 𝑘 = 12 and we get Pr[ 𝑗 𝑣 𝑗 ≤ (1 − 𝛿)CORE] ≤ 𝑒 − 2 ≤ 𝑒 − 2 = 𝑒 − 6
which is the probability that the grand bundle sells at price (1 − 𝛿)CORE. Now we’re ready to prove
the lemma below.
□

Lemma C.20. CORE ≤ max{12SSRev(𝐷), 2.568BRev(𝐷)}
Proof. Consider the mechanism M that sets price 𝑝 = (1 − 𝛿)CORE on the grand bundle. Then:
BRev = max{𝑞 · Pr [
𝑞

𝑣®←𝐷

Õ

𝑣 𝑗 ≥ 𝑞]}

𝑗

≥ (1 − 𝛿)CORE · Pr [
𝑣®←𝐷

Õ

𝑣 𝑗 > (1 − 𝛿)CORE]

𝑗
𝛿 2𝑘

≥ ((1 − 𝛿)CORE) · (1 − 𝑒 − 2 )
CORE
, where a is some constant that we solve for below.
≥
𝑎
𝛿 2𝑘

We now maximize the factor (1 − 𝛿) · (1 − 𝑒 − 2 ) over all possible values of 𝛿 and 𝑘 < 12. This
gives 𝛿 ≈ 0.4805. We plug these values (𝑘 = 12 and 𝛿 = 0.48) back into the expression above to get
0.482

1
(1 − 0.48) (1 − 𝑒 − 2 𝑘 ) ≥ 0.3894. We now solve for the constant 𝑎 ≤ 0.3894
. And so 𝑎 ≈ 2.568, which
gives CORE ≤ 2.568BRev(𝐷). In particular, this means that we can set price 0.62CORE on the grand
bundle, and it will sell with probability at least 0.75, witnessing that BRev(𝐷) ≥ CORE/2.568. □
Í
Lemma C.21. E𝑣®←𝐷 [ 𝑗 ≥1 𝜋 𝑗 (®
𝑣 ) · 𝑣 𝑗 ] ≤ max{12SSRev(𝐷), 2.568BRev(𝐷)} + SSRev(𝐷)

Proof. We use the upper bounds above on (CORE) from Lemma C.20 and (TAIL) from Lemma C.18
to get:
Õ
Õ
E𝑣®←𝐷 [
𝜋 𝑗 (®
𝑣 ) · 𝑣 𝑗 ] = E𝑣®←𝐷 [
𝜋 𝑗 (®
𝑣) · 𝑣 𝑗 ]
𝑗 ≥1

𝑗≠0

≤ E𝑣®←𝐷 [

Õ

𝑣𝑗]

𝑗≠0

≤ (CORE) + (TAIL)
≤ max{12SSRev(𝐷), 2.568BRev(𝐷)} + SSRev(𝐷)
□
Recall that we showed in Corollary B.9 that E[𝑉 ′] ≤ 2BRev(𝐷), where 𝑉 ′ denotes the random
variable distributed according to the marginal of 𝑣 0 . We are now ready to combine these inequalities
to get a bound, and prove the following theorem.
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Lemma C.22. For a single additive bidder, the optimal symmetric revenue for the modified distribution 𝐷 ′ is upper bounded by max{12SSRev(𝐷), 2.568BRev(𝐷)} + BRev(𝐷) + SSRev(𝐷).
Proof. We combine Lemma C.21 and Lemma C.17, and we find that the optimal
symmetric
Í
revenue Rev(𝐷 ′) of the modified distribution 𝐷 ′ is upper bounded by 𝐸 𝑣®←𝐷 [ 𝑗 ≥1 𝜋 𝑗 (®
𝑣) · 𝑣 𝑗 ] +
E𝑣®←𝐷 [𝜑 𝐷 0′ (𝑣 0 )] which is upper bounded by (BRev(𝐷)) + (max{12SSRev(𝐷), 2.568BRev(𝐷)} +
SSRev(𝐷)) = max{12SSRev, 2.568BRev} + BRev(𝐷) + SSRev(𝐷).
□
And now, we can wrap up the proof of Theorem C.1.
Proof of Theorem C.1. Similar to the proof of Theorem 3.2 and making use of Proposition B.2,
we combine lemma C.22 and Corollary B.9, and we upper bound the optimal symmetric revenue of
the original distribution 𝐷 below, using 𝜀 = 0.319. Simply chain the following inequalities together.
The first line follows from Observation 5. The second line follows from Corollary B.9 (and the fact
that SymRev ≤ Rev always). The third line follows from Lemma C.22. The fourth line follows from
plugging in 𝜀 = 0.319.
1
1
· SymRev(𝐷 ′) +
E[𝑉 ′]
1−𝜀
𝜀 (1 − 𝜀)
1
1
≤
· Rev(𝐷 ′) +
· 2BRev(𝐷)
1−𝜀
𝜀 (1 − 𝜀)
1
1
≤
· (max{12SSRev, 2.568BRev(𝐷)} + BRev(𝐷) + SSRev(𝐷)) +
· 2BRev(𝐷)
1−𝜀
𝜀 (1 − 𝜀)
≤ max{18SSRev(𝐷), 4BRev(𝐷)} + 2SSRev + 10BRev(𝐷)

SymRev(𝐷) ≤

□
We quickly discuss the main barrier in extending this approach to a proof of Theorem 3.2. In
order to analyze the term E𝑣®←𝐷 [max{𝜑 𝐷 0′ (𝑣 0 ), 0}] when 𝐷 0′ is irregular, we would need to iron
the distribution. This would adjust the flow, and be completely fine for this part of the analysis.
However, this would also require us to add cycles of flow between types, which could therefore
increase the virtual values for non-favorite items beyond their values. Therefore, we would no longer
Í
be able to upper bound E𝑣®←𝐷 [ 𝑗 ≥1 𝜋 𝑗 (®
𝑣 ) · 𝑣 𝑗 ].
D

WHY WE NEED AN EXTRA ITEM

In this section, we explain why our approach adds an extra item by showing that merely permuting
the pre-existing 𝑚 item values is not enough. We define the following permuted distribution 𝐷 ′,
show that its revenue is close to that of 𝐷, and then design a flow for 𝐷 ′. We first define our
permuted distribution.
Definition D.1 (Permuted Distribution). Let 𝐷 be an additive single-buyer distribution over 𝑚
independent items. Define the permuted distribution 𝐷 ′ to be the following distribution over 𝑚
items.
• Draw 𝑣 𝑗 independently from 𝐷 𝑗 for all 𝑗.
• Let 𝑗 ∗ := arg max 𝑗 {𝑣 𝑗 } (breaking ties lexicographically).
• Let 𝑣 1′ := 𝑣 𝑗 ∗ .
• Let 𝑣 ′𝑗 ∗ := 𝑣 1 .
• Let 𝑣 ′𝑗 := 𝑣 𝑗 , for all 𝑗 ≠ 1, 𝑗 ∗ .
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Intuitively, 𝐷 ′ ensures that the maximum-value item is always in the same coordinate (1), and
this allows us to leverage a clean application of prior tools. We first need to argue that SymRev(𝐷)
is upper bounded by (an appropriate function of) Rev(𝐷 ′).
′

′

Observation 9. SymRev(𝐷) = SymRev(𝐷 ) ≤ Rev(𝐷 )
Proof. Consider any symmetric mechanism 𝑀 for 𝐷, and view it by its menu (that is, the list of
(𝑥,
® 𝑝) it allows the buyer to purchase). Recall that because 𝑀 is symmetric, that for all (𝑥,
® 𝑝) on the
menu, (𝜎 (𝑥),
® 𝑝) is also on the menu for all item permutations 𝜎.
In particular, the permutation 𝜎 ′ that permutes the 1 and 𝑗 ∗ indices is also on the menu. And
so for any 𝑣®, let (𝑥,
® 𝑝) denote their favorite option from the menu for 𝑀. This option achieves
revenue 𝑣® · 𝑥® − 𝑝. Then (𝜎 ′ (𝑥),
® 𝑝) is the favorite option for 𝑣®′ and achieves the same revenue
′
′−1
𝑣®′ · 𝜎 (𝑥)
® − 𝑝 = 𝜎 (𝑣®′) · 𝑥® − 𝑝 = 𝑣® · 𝑥® − 𝑝. The equality follows. The inequality follows from the
fact that for any distribution 𝐷, SymRev(𝐷) ≤ Rev(𝐷) always.
□
We now try to upper bound Rev(𝐷 ′). We provide below a proof based on tools used in [32].
Below, 𝐷𝑆 denotes the marginals of distribution 𝐷 onto items 𝑆, and the distribution 𝐷𝑆¯ |®
𝑣 𝑆 denotes
the distribution of 𝑣®𝑆¯ , assuming that 𝑣® is drawn from 𝐷, and conditioned on 𝑣®𝑆 . Recall Lemma B.10
which states that for any 𝑆, 𝑆¯ partition the items in [𝑚], and any (possibly correlated) distributions
𝐷, we have:
Rev(𝐷) ≤ E𝑣®←𝐷 [

Õ

𝑣 𝑗 ] + E𝑣®𝑆 ←𝐷𝑆 [Rev(𝐷 −𝑆 |®
𝑣 𝑆 )].

𝑗 ∈𝑆

Similarly to Corollary B.11, we obtain the bound below on our permuted distribution 𝐷 ′.
Corollary D.2.
Rev(𝐷 ′) ≤ E𝑣®←𝐷 ′ [

Õ

′
′ [Rev(𝐷 |®
𝑣 𝑗 ] + E𝑣®−1 ←𝐷 −1
1 𝑣 −1 )].

𝑗≠1

Now we upper bound the two terms on the right-hand side of Corollary D.2. For the first term,
the sum of values of the non-favorite items can be bounded in the same way as before, except
now we don’t also have to worry about the extra item. For the second term, we try to bound the
conditional revenue from the favorite item in a similar way to that of Section B.2. We focus on
′
′ [Rev(𝐷 |®
analyzing E𝑣®−1 ←𝐷 −1
1 𝑣 −1 )], and we will show that this term blows up for this permuted
distribution.
′
′ [Rev(𝐷 |®
Proposition D.3. There exists an instance of 𝐷 for which E𝑣®−1 ←𝐷 −1
1 𝑣 −1 )] ≥ Ω(𝑚)BRev(𝐷).

Example D.4. Consider the example for which each item 𝑖 is drawn from 𝐷𝑖 which samples 2𝑖
w.p. 2−𝑖 , and 2−𝑖 with probability 1 − 2−𝑖 . When we condition on the non-favorite items, we actually
know exactly what the value of the favorite item is, and we can get the full welfare as revenue. So
the conditional revenue from the favorite item is too large compared to our distribution.
′ . Then unless all 𝑣 s have values 2−𝑖 (which happens
In particular, consider any vector 𝑣®−1 ← 𝐷 −1
𝑖
∗
∗
′
with probability at most 1/2), we know that 𝑣 1 = 2 𝑗 . And so, we know that 𝑣 1′ = 2 𝑗 with probability
∗
at least 1/2. Let mechanism 𝑀 charge price 2 𝑗 on this item. Then, for each possible value of 𝑗 ∗ ,
∗
∗
when 𝑣 𝑗 ∗ = 2 𝑗 is the highest value, 𝑀 generates a revenue of at least 2 𝑗 · 1/2. We compute the
expected revenue of this mechanism, and we find that:
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′
′ [Rev(𝐷 |®
E𝑀,®𝑣−1 ←𝐷 −1
1 𝑣 −1 )] ≥

32

1 Õ 𝑗 ∗ −𝑗 ∗ 𝑚 − 1
2 ·2 =
2 𝑗 ∗ ≠1
2

Recall that [31] showed that BRev(𝐷) achieves constant revenue for this particular distribution.
′
′ [Rev(𝐷 |®
We conclude that for this example, E𝑣®−1 ←𝐷 −1
1 𝑣 −1 )] is Ω(𝑚)BRev(𝐷), which is too large a
bound.
Intuitively, we know that adding the extra item doesn’t actually lower the revenue by that much,
but it lowers the bound we get from our approach significantly: adding an extra item drawn from
the same distribution as the favorite item, allows us to hide what the favorite value is, and therefore
lowers the revenue bound.
E

SSREV IS A LOG-REVENUE APPROXIMATION OF BREV

In this section we continue our comparison of BRev to SSRev. We prove our aforementioned
Theorem 3.6 that states that SSRev is a log factor approximation to BRev. Recall that in our setting,
BRev corresponds to the optimal revenue achieved by a mechanism which ignores demographic
data entirely, while SSRev corresponds to the optimal revenue achieved by a mechanism which
sets the same price to display an ad to each demographic, and allows each advertiser to choose
which demographic views to purchase.
Using a similar approach to Appendix F in [5], we prove Theorem 3.6, namely that for any
distribution 𝐷 for a single buyer and 𝑚 items (possibly correlated), BRev(𝐷) ≤ 5 log(𝑚)SSRev(𝐷).
Definition E.1. We say that an 𝑚-dimensional distribution 𝐷 is a point-mass in sum distribution
Í
if there exists a 𝑝 such that when 𝑣® is sampled from 𝐷, 𝑗 𝑣 𝑗 = 𝑝 with probability 1.
Definition E.2. An 𝑚-dimensional distribution 𝐷 is symmetric if all marginals 𝐷 𝑗 are the same.
Lemma E.3. Any 𝑚-dimensional distribution D has point-mass in sum 𝑚-dimensional distribution
BRev(𝐷 ′ )
BRev(𝐷)
𝐷 ′ s.t. SSRev(𝐷
′ ) ≥ SSRev(𝐷)
Í
Proof. Let’s pick any 𝐷 with PDF 𝐹 , and let the optimal BRev price be 𝑝 𝐵 . Let Pr[ 𝑗 𝑣 𝑗 > 𝑝 𝐵 ] = 𝑞.
′′
′′
Then BRev(𝐷) = 𝑝 𝐵 · 𝑞. We define 𝐷 with PDF 𝐹 to be the distribution that is 𝐷 transformed
Í
BRev(𝐷)
into a point-mass in sum distribution without decreasing SSRev(𝐷)
as follows: if 𝑗 𝑣 𝑗 > 𝑝 𝐵 , make
Í
it so 𝑗 𝑣 𝑗 = 𝑝 𝐵 , else set all 𝑣 𝑗 = 0. In particular, consider any 𝑝, then any item that is less than
𝑝 under 𝐷 is also less than 𝑝 under 𝐷 ′′. In particular, the consumer is still willing to pay 𝑝 𝐵 w.p.
𝑞 which means that BRev(𝐷 ′′) is at least BRev(𝐷). Additionally, 𝐹 ′′ (𝑥) ≤ 𝐹 (𝑥) for all 𝑥, and so
values are lowered in a stochastically dominating way which means that SSRev(𝐷 ′′) is at most
SSRev(𝐷). We now combine these two inequalities to get:
BRev(𝐷 ′′)
BRev(𝐷)
≥
SSRev(𝐷 ′′)
SSRev(𝐷)
Í
Next, we define 𝐷 ′ to be the distribution that is 𝐷 ′′ conditioned on 𝑗 𝑣 𝑗 = 𝑝 𝐵 . 𝐷 ′′ samples
from 𝐷 ′ w.p. 𝑞, else sets all values to 0. 𝐷 ′ is a point-mass in sum distribution. We note that
BRev(𝐷 ′′) = 𝑞 · 𝑝 𝐵 which is a 𝑞 fraction of BRev(𝐷 ′). On the other hand, whatever price is set for
each item sells w.p. exactly 𝑞 times the probability it sells when the consumer is drawn from 𝐷 ′,
and so SSRev(𝐷 ′′) is also a 𝑞 fraction of SSRev(𝐷 ′). We now combine these inequalities to get:
BRev(𝐷 ′)
BRev(𝐷 ′′)
BRev(𝐷)
=
≥
′
SSRev(𝐷 ) SSRev(𝐷 ′′)
SSRev(𝐷)
□

Submission 150

33

Lemma E.4. Any 𝑚-dimensional distribution 𝐷, has a symmetric 𝑚-dimensional distribution 𝐷 ′ s.t.
BRev(𝐷)
≥ SSRev(𝐷)
.

BRev(𝐷 ′ )
SSRev(𝐷 ′ )

Proof. Define distribution 𝐷 ′ to be the following transformation of distribution 𝐷: sample 𝑣® ∼ 𝐷,
then randomly permute its components to form 𝑣®′. In particular, we have BRev(𝐷) = BRev(𝐷 ′) and
SSRev(𝐷 ′) = SSRev(𝐷). We let 𝐷 𝑗 denote the 𝑗 𝑡ℎ marginal of 𝐷 and 𝐷𝑘′ denote the 𝑘 𝑡ℎ marginal
of 𝐷 ′. We let 𝑣 𝑗 denote a sample from 𝐷 𝑗 , and 𝑣𝑘′ a sample from 𝐷𝑘′ , and so 𝐷𝑘′ samples from
Í
each 𝐷 𝑗 w.p. 𝑚1 . Observe that SSRev(𝐷 ′) = SRev(𝐷 ′) = 𝑘 max𝑝 {𝑝 · Pr[𝑣𝑘′ ≥ 𝑝]}. Additionally,
Í
each 𝐷𝑘′ samples each 𝐷 𝑗 w.p. 𝑚1 , so we achieve Pr[𝑣𝑘′ ≥ 𝑝] = 𝑗 𝑚1 Pr[𝑣 𝑗 > 𝑝]. We then get
Í
Í
Í
SSRev(𝐷 ′) = SRev(𝐷 ′) = 𝑘 max𝑝 {𝑝 𝑗 𝑚1 Pr[𝑣 𝑗 > 𝑝] = max𝑝 {𝑝 𝑗 Pr[𝑣 𝑗 > 𝑝]} = SSRev(𝐷).
We now combine these inequalities to get:
BRev(𝐷)
BRev(𝐷 ′)
≥
′
SSRev(𝐷 )
SSRev(𝐷)
□
Lemma E.5. Let 𝐷 be any symmetric point-mass in sum distribution. Then BRev(𝐷) ≤ 5 log(𝑚)SSRev(𝐷)
Proof. Without loss of generality, scale 𝐷 down to SSRev(𝐷) = SRev(𝐷) = 𝑚, and let 𝑝 =
Val(𝐷). We now want to see how large Val(𝐷) can be subject to these constraints. By symmetric
point-mass constraint, each 𝐷 𝑗 is supported on [0, 𝑝]. And since SRev(𝐷) = 𝑚 and 𝐷 is symmetric,
each 𝐷 𝑗 has expected revenue 1. This gives:
∫ 𝑝
∫ 1
∫ 𝑝
1
Val(𝐷 𝑗 ) =
Pr[𝑣 𝑗 > 𝑥]𝑑𝑥 ≤
1𝑑𝑥 +
𝑑𝑥 = 1 + log(𝑝)
𝑥
0
0
Í1
We know that Val(𝐷) = 𝑝, and we know that Val(𝐷) = 𝑗 Val(𝐷 𝑗 ) ≤ 𝑚(1 + log(𝑝)). Plugging
those values back in gives 𝑝 ≤ 𝑚 + 𝑚 log(𝑝) which simplifies to 𝑝 ≤ 5𝑚 log(𝑚). We can now
observe that BRev(𝐷) ≤ 5 log(𝑚)SSRev(𝐷)
□
In our last step, we recall that for any distribution 𝐷, SSRev(𝐷) ≥ 𝑚1 SRev(𝐷), so if SRev(𝐷) ≥
(𝑚)
BRev(𝐷). We now have the lemma below.
𝛼 (𝑚)BRev(𝐷), then SSRev(𝐷) ≥ 𝛼 𝑚
Lemma E.6 (SSRev is a 𝑓 (𝛼) approximation of BRev). Let SRev = 𝛼 (𝑚)BRev where 𝛼 (𝑚) can
take values between 1/Θ(log(𝑚)) and Θ(𝑚). And let SSRev ≥ 𝑓 (𝛼 (𝑚))BRev. Then 𝑓 (𝛼) is always
the better of 1/Θ(log(𝑚)) and Θ(𝛼 (𝑚)/𝑚).
We observe that unless 𝛼 (𝑚) is really large (i.e. >> 𝑚 1−𝜖 >> 𝑚/log(𝑚)), it’s not possible
to achieve better than a log(𝑚) approximation. We will also show examples where the bound
SSRev ≤ 𝑓 (𝛼)BRev is tight even when SRev achieves better revenue than BRev, which shows that
you can’t get a good approximation. In other words, even when SRev is better than BRev, SSRev
can still do much worse than BRev.
F

TIGHT BOUNDS BETWEEN BRev AND SSRev

In this section, we first provide two examples of 𝐷 illustrating that both bounds between BRev(𝐷)
and SSRev(𝐷) are tight. Then, we merge these two examples into a canonical example of 𝐷 to offer
revenue guarantees of SSRev(𝐷) with respect to BRev(𝐷) using revenue guarantees of SSRev(𝐷)
with respect to SRev(𝐷).
Example F.1 (BRev optimal example). Consider the following example where we define 𝐷 𝑘 to be
the single buyer distribution with 𝑘 values, where each 𝑣 𝑗 is drawn i.i.d. from an Equal-Revenue
curve for all 𝑗. The Equal-Revenue distribution has CDF 𝐹 (𝑥) = 0 for 𝑥 ≤ 1, and 𝐹 (𝑥) = 1 − 1/𝑥
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for 𝑥 ≥ 1. That is, Pr[𝑣 𝑗 ≥ 𝑥] = 1/𝑥 for all 𝑥 ≥ 1 and all 𝑗. Here, the expected revenue obtained
on each item by posting any price 𝑝 ≥ 1 is always one. And so, selling each item 𝑗 separately at
a price of 𝑝 𝑗 ≥ 1 gets revenue one per item, for a total revenue of 𝑘 for all items. In other words
SRev(𝐷 𝑘 ) = 𝑘. Since any price achieves the same revenue, we observe that setting the same price
𝑝 ≥ 1 on each item also achieves revenue 𝑘. In other words SSRev(𝐷 𝑘 ) = 𝑘. On the other hand,
bundling together achieves revenue Θ(𝑘 log(𝑘)) as shown in [32]. We can conclude that SSRev
being a log approximation of BRev is tight.
Example F.2 (SSRev optimal example). Consider the following example, similar to Example C.9
in the Appendix, where we define 𝐷 𝑙 to be the single buyer distribution with 𝑙 values, where each
𝑣 𝑗 is 2 𝑗 with probability 2−𝑗 and 0 with probability 1 − 2−𝑗 independently. Then the optimal way to
sell each item separately is to set a price 2 𝑗 on item 𝑗, which gives an expected revenue of one for
each item, for a total revenue of 𝑙 for all items. In other words SRev(𝐷 𝑙 ) = 𝑙. If we sell each item
at the same price 𝑝 ∈ (2 𝑗 , 2 𝑗+1 ], then the buyer Í
will only purchase non-zero valued items indexed
above 𝑗. This happens with probability at most 𝑖 2𝑖 < 2 𝑗 . And so the revenue is 𝑝 · 2 𝑗 which is at
most 2 𝑗+1 · 2 𝑗 = 2. Then any price 𝑝 generates revenue at most 2. In other words SSRev(𝐷 𝑙 ) ≤ 2.
Similarly, if we bundle the items together, then the buyer will only purchase if they have a non-zero
value for some item > 𝑗, and so bundling together generates revenue at most 2. In other words
BRev(𝐷 𝑙 ) ≤ 2. We can conclude that BRev being a constant approximation of SSRev is tight.
Example F.3 (SSRev canonical example). Finally, consider the following example where we define
𝐷𝑚 to be the single buyer distribution with 𝑚 values, 𝑙 of which are such that each 𝑣 𝑗 is either
2 𝑗 with probability 2−𝑗 or 0 with probability 1 − 2−𝑗 independently (we call this set 𝑆𝑙 ), and 𝑘 of
which are drawn i.i.d. from an Equal-Revenue curve (we call this set 𝑆𝑘 ). Then the optimal way
to sell each item separately is to set a price 2 𝑗 on item 𝑗 in 𝑆𝑙 , which achieves expected revenue
𝑙, and to set any price 𝑝 ≥ 1 on each item in 𝑆𝑘 , which achieves expected revenue 𝑘. In other
words, SRev(𝐷𝑚 ) = 𝑙 + 𝑘 = 𝑚. On the other hand, bundling together achieves expected revenue
Θ(𝑘 log(𝑘)) from the items in 𝑆𝑘 and constant expected revenue from the items in 𝑆𝑙 . In other
words, BRev(𝐷𝑚 ) achieves revenue Θ(𝑘 log(𝑘)). Finally, setting any same price 𝑝 on each item
achieves revenue 𝑘 from the items in 𝑆𝑘 and at most revenue 2 from the items in 𝑆𝑙 . In other words
SSRev(𝐷𝑚 ) ≤ 𝑘 + 2.
We observe that in this example, SSRev(𝐷𝑚 ) is a 𝑘/𝑚 approximation of SRev(𝐷𝑚 ) and a log(𝑘)
approximation of BRev(𝐷𝑚 ). We now find an expression for 𝑘 in terms of 𝑚.
Let SRev(𝐷𝑚 ) = 𝛼 (𝑚)BRev(𝐷𝑚 ), where 𝛼 (𝑚) can take values between 1/Θ(log(𝑚)) and Θ(𝑚).
And let SSRev(𝐷𝑚 ) ≥ 𝑓 (𝛼)BRev(𝐷𝑚 ), where 𝑓 (𝛼) is a function of 𝛼 (𝑚). We now find 𝑘 in terms of
𝑚 to find tight bounds for 𝑓 (𝛼) and show that it’s always the better of 1/Θ(log(𝑚)) and Θ(𝛼 (𝑚)/𝑚).
Consider distribution 𝐷𝑚 defined above in Example F.3 where 𝛼 (𝑚) = SRev(𝐷𝑚 )/BRev(𝐷𝑚 ) =
𝑚/𝛼 (𝑚)
𝑚/𝑘 log(𝑘). We rearrange the equality to get 𝑘 log(𝑘) = 𝑚/𝛼 (𝑚), which gives 𝑘 ∼ log(𝑚/𝛼
(𝑚)) .
𝑚
𝑚
Similarly, we know that 𝑓 (𝛼) ≤ SSRev(𝐷 )/BRev(𝐷 ) = 𝑘/𝑘 log(𝑘) = 1/log(𝑘). Plugging in the
𝑚/𝛼 (𝑚)
𝑘 approximation from above, we get 𝑓 (𝛼) = 1/log( log(𝑚/𝛼
(𝑚)) ).
Next, recall that 𝛼 (𝑚) can take values between 1/Θ(log(𝑚)) and Θ(𝑚). When 𝛼 (𝑚) is on the
𝑚/𝛼 (𝑚)
order of 𝑜 (𝑚), we achieve 𝑓 (𝛼) ∼ 1/log( log(𝑚/𝛼
(𝑚)) ) which is on the order of 1/Θ(log(𝑚/𝛼 (𝑚))).
On the other hand, for values of 𝛼 (𝑚) closer to Θ(𝑚), we get 𝑓 (𝛼) on the order of Θ(𝛼/𝑚).
Finally, we double check this with the previous examples above, namely when 𝑘 = 𝑚, which
gives 𝐷𝑚 = 𝐷 𝑘 as in Example F.1, and 𝛼 (𝑚) = 1/log(𝑚) and 𝑓 (𝛼) ∼ 1/Θ(log(𝑚)). This shows
that when BRev(𝐷𝑚 ) is a log(𝑚) factor of SSRev(𝐷𝑚 ) then SSRev(𝐷𝑚 ) and SRev(𝐷𝑚 ) achieve
similar revenues. Similarly, when 𝑘 = 0, we have 𝐷𝑚 = 𝐷 𝑙 as in Example F.2, and 𝛼 (𝑚) = 𝑚 and
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𝑓 (𝛼) ∼ Θ(1). This shows that when BRev(𝐷𝑚 ) is a 1/𝑚 factor of SRev(𝐷𝑚 ), then SSRev(𝐷𝑚 ) and
BRev(𝐷𝑚 ) achieve similar revenues.
An interesting observation is that for any 𝑚-dimensional distribution 𝐷, SSRev(𝐷) can achieve at
least 1/𝑚 revenue of SRev(𝐷) by just setting the price on each item to be the price of the item that
brings the most revenue to SRev(𝐷). And since SRev(𝐷) achieves an 𝛼 (𝑚) fraction of BRev(𝐷),
then SSRev(𝐷) achieves at least an 𝛼 (𝑚)/𝑚 fraction of BRev(𝐷). Additionally, we previously
showed in Theorem 3.6 that SSRev(𝐷) is a log approximation of BRev(𝐷), and so we can conclude
that SSRev(𝐷) always achieves the better of log(𝑚) and 𝛼 (𝑚)/𝑚 factor of BRev(𝐷).
We refer to Appendix G below for other interesting examples, one of which highlights the
differences between a fair non-symmetric mechanism and a fair symmetric mechanism.
G

FAIR BUT NON-SYMMETRIC MECHANISM

In this section, we present an example of a fair but non-symmetric mechanism and compare its
revenue to that of a symmetric mechanism.
Consider the following example with two items and one bidder. Define 𝐷 1 , the distribution of
the value of item one to be equal to 4 with probability 1/2, and 1 with probability 𝜀, and 0 with
probability 1/2 − 𝜀. Define 𝐷 2 , the distribution of the value of item two to be equal to 4 with
probability 𝜀, and 1 with probability 1 − 2𝜀, and 0 with probability 𝜀. Let 𝑣® = (𝑣 1, 𝑣 2 ) be the buyer
values, and (𝜋1, 𝜋2, 𝑝) be the tuple where 𝜋1 and 𝜋2 are the respective allocation probabilities of
items one and two, and 𝑝 the price paid by the bidder for those allocations. Consider the following mechanism 𝑀 that takes in a vector of values (𝑣 1, 𝑣 2 ) and outputs allocations and price (𝜋1, 𝜋2, 𝑝):
𝑀 (4, 4) = (1, 1, 3.5)
𝑀 (1, 1) = (0.5, 0.5, 1)
𝑀 (0, 0) = (0, 0, 0)
𝑀 (4, 1) = (1, 1, 3.5)
𝑀 (1, 4) = (0, 1, 3)
𝑀 (4, 0) = (1, 0, 3)
𝑀 (0, 4) = (0, 1, 3)
𝑀 (1, 0) = (0, 0, 0)
𝑀 (0, 1) = (0, 1, 1)
We observe that mechanism 𝑀 is fair but not symmetric. The idea here is that if the buyer has
highly asymmetric values for two items, then the buyer can’t set different prices where the low
value item is sold at a low price and the high value items is sold at a higher price, since symmetry
would not allow this. Fairness, however, does allow it.
Now we consider the following mechanism 𝑀 ′:
𝑀 ′ (4, 4) = (1, 1, 5)
𝑀 ′ (1, 1) = (0, 1, 1)
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𝑀 ′ (0, 0) = (0, 0, 0)
𝑀 ′ (4, 1) = (1, 1, 5)
𝑀 ′ (1, 4) = (0, 1, 3)
𝑀 ′ (4, 0) = (1, 0, 4)
𝑀 ′ (0, 4) = (0, 1, 3)
𝑀 ′ (1, 0) = (0, 0, 0)
𝑀 ′ (0, 1) = (0, 1, 1)
We observe that mechanism 𝑀 ′ is not symmetric nor fair. But it achieves more revenue. In
particular, for the case of value vector (1, 1), the auctioneer would ideally not give item one but
gives item two and charge price 𝑝 = 1. This gives allocation-price vector (0, 1, 1) which is not a fair
allocation. This unfairness can be fixed by changing it to uniformly at random with probability 1/2
of getting each item. Additionally, symmetry adds even more constraints. In particular, for the case
of values (1, 4) and (4, 1), the auctioneer can’t charge different prices (e.g. 1 vs. 7/2).

